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abstract
The nonlinear, extended MHD code NIMROD is employed to simulate self-consistent
stellarator behavior at high beta. Finite anisotropic thermal conduction allows for
sustained pressure gradients within regions of stochastic magnetic field. The configuration under investigation is an `=2, M=10 torsatron with vacuum rotational
transform near unity. Finite-beta plasmas are generated from vacuum fields using
a volumetric heating source and temperature dependent resistivity. With realistic parameters the configuration is unstable to interchange, which acts to limit the
achievable beta. Simulations performed in a single field period domain do not exhibit a complete crash from the instability, but otherwise closely match theorized
linear and nonlinear interchange behavior. In more dissipative regimes where instability is suppressed, steady-state solutions are obtained. A conventional equilibrium beta limit is observed due to pressure induced stochastic magnetic field
formation. The parametric dependence of the equilibrium limit is examined in
detail. Equilibrium results are compared with several reduced models for effective collisional transport across stochastic magnetic fields and with the HINT code.
Collisionality independent models suggest realistic parallel thermal conduction is
below the Braginskii prediction, but require further development to allow application to stochastic fields.
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1

introduction

A confined plasma with both high temperature and density is essential to self sustained nuclear fusion; also known as burning fusion. While sustained burning
fusion is currently only possible within massive solar objects, its creation within
laboratories could be used for energy production, neutron breeding and improved
understanding of astrophysical systems. The biggest challenge to creating fusion
in a lab is the confinement of a plasma which is sufficiently hot, but has a manageable size. Many different confinement schemes have been proposed, each with
their own benefits and downsides. With the primary goal of long term, steady state
operation and minimal risk from disruptive instabilities, the stellarator magnetic
confinement is a natural choice.
The defining feature of a stellarator is that the magnetic field required to stably confine a plasma is provided entirely by external coils. Plasma current is often
minimized by design in these configurations. As a result, current driven instabilities are effectively eliminated and no inductive systems are required. The primary
trade-off is the loss of a direct symmetry in the magnetic field. The axisymmetry of
tokamaks and other magnetic configurations both simplifies analysis and reduces
losses from plasma drifts. Some quasi-symmetry properties can be recovered with
careful design in stellarators, but the fully 3D nature makes the potential operating
space vastly more complex.
Confining plasma is the first step to achieving burning fusion, but the required
temperature and density can only be achieved if the confinement is efficient enough.
This is frequently parameterized for magnetic confinement by the plasma beta.
Beta is the ratio of thermal or internal pressure, p, to the pressure exerted by the externally applied magnetic fields, B2 /2µ0 . It therefore takes the form β = 2µ0 p/B2 ,
which is dimensionless and generally expressed as a percentage. Maximizing beta
is a common goal for all magnetic confinement schemes. In tokamaks, pressure
and current driven instabilities take control of the plasma at high beta and are responsible the Troyon beta limit. The lack of large current in stellarators means
that the Troyon limit is not applicable and different mechanisms are believed to
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be responsible for the beta limit. Theoretical examination of stellarator beta limits,
however, have only been performed with highly simplified plasma models. The
intention of this work is to advance the understanding of high beta stellarators by
analyzing simulations with more complete physics.
In the first part of this document, we outline the present understanding of stellarator behavior at high beta. Chapter 2 considers instabilities which have been
observed in stellarators from theory, simulations, and experiments. In chapter 3
we discuss the transport effects produced by changes in stellarator equilibrium
and how they can lead to a soft beta limit. We introduce the NIMROD simulation
tool in chapter 4 and discuss its usefulness, limitations, and ongoing development
for stellarators. Part II focuses on methods we have used to study a high beta stellarator. Chapter 5 details the torsatron configuration which we chose to study in
this work. In chapter 6 we discuss how the NIMROD simulations were performed
and the challenges which were overcome. Chapter 7 describes the novel calculations we have developed for more detailed analysis. We present our findings and
conclusions in part III. In chapter 8 we diagnose the interchange instabilities associated confinement degradation. Chapter 9 focuses on stable equilibria and the
transport responsible for the equilibrium beta limit. We compare our equilibria
with the HINT code in chapter 10. To conclude, in chapter 11 we summarize the
findings of this work and give context for outstanding problems.

3

Part I
Background

4

2

high beta stability

As plasma pressure, or beta, is increased, the steepening pressure gradients provide a source of free energy for instabilities. Once sufficient drive is available to
destabilize the plasma, its confinement will cease or degrade, and access to higher
beta will be impaired. In tokamaks, the instabilities are often disruptive enough
to release the majority of stored energy and essentially terminate the discharge.
This hard beta limit can be associated with ideal kink-ballooning modes which are
described well by the empirical Troyon criteria (Freidberg (2014)). In modern tokamaks, the kink-ballooning mode is generally stabilized by a highly conductive wall
along with plasma shaping and sophisticated feedback and control systems. This
allows experiments to operate at somewhat higher beta, but limitations remain.
Higher performance requires carefully tailoring the plasma shape, power deposition, density and other parameters in order to open up a second stability window
with higher density gradient near the edge (Greene and Chance (1981)). These effects are far more difficult to explain with scaling laws and require sophisticated
numerical solutions for prediction and understanding.
While stellarators are able to avoid kink instabilities by minimizing plasma current, pressure gradients can still drive internal instabilities. The fieldline curvature
is significantly different in tokamaks and stellarators though. This gives rise to different forms of pressure driven instabilities in each device. The average curvature,
often parametrized by the magnetic well, favors stability in tokamaks and prevents
interchange modes under most circumstances (q > 1). Stellarators can also be designed with a global magnetic well, but this can be in conflict with other desirable
confinement features.
For this reason, the interchange modes are an important concern in many stellarators and will be the primary focus of this chapter. In the first section, we will introduce the framework generally used to examine ideal MHD instabilities. This is
extended in the following section to include more relevant resistive effects. Using
simplified analytic models we can demonstrate important aspects of interchange
behavior. The next section will review findings from high fidelity simulations and
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the final section covers the results of experimental observations.

2.1

Ideal MHD Stability

The simplest description which captures fundamental behaviors of a plasma, including the existence of stable equilibria, is ideal magnetohydrodynamics (MHD).
This model describes the plasma as a perfectly conducting fluid satisfying the coupled Euler and Maxwell equations. It can be formally derived by taking moments
of the Boltzmann equations and in the preferred limit of high collisionality and
massless electrons, while satisfying quasi-neutrality. The result is
∂ρ
∂t
ρ

∂v

+ ∇ · (ρv) = 0,

+ ρ(v · ∇)v = J × B − ∇p,

∂t
∂p

+ v · ∇p = −γp∇ · v,

∂t
∂B
∂t

(2.1)

= ∇ × (v × B) ,

µ0 J = ∇ × B,
∇ · B = 0.
These equations permit a static equilibrium state (d/dt → 0) where v = 0 and
J × B = ∇p.

(2.2)

This criteria is often called ideal force balance.
Producing plasma equilibria is only the first step in confining a plasma. In
order for the state to be long lasting, it must also be stable to small perturbations.
To determine the stability, it is useful to linearize the ideal MHD equations by
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expanding quantities as Q(x, t) = Q0 (x) + Q̃(x, t). Plugging in and dropping the
nonlinear terms leaves
∂ρ̃
∂t

+ ∇ · (ρ0 ṽ) = 0,

ρ0
∂p̃
∂t

∂ṽ
∂t

= J̃ × B0 + J0 × B̃ − ∇p̃,

+ ṽ · ∇p0 = −γp0 ∇ · ṽ,
∂B̃
∂t

(2.3)

= ∇ × (ṽ × B0 ) ,

µ0 J̃ = ∇ × B̃,
∇ · B̃ = 0.
It is instructive to focus on the displacement, ξ(x, t), of the plasma from equilibrium which can be determined from the perturbed velocity ∂ξ/∂t = ṽ. Plugging
this into the momentum equation gives
ρ0

∂2 ξ
∂t2

= J̃ × B0 + J0 × B̃ − ∇p̃.

By considering how the potential energy changes in response to this displacement,
one can determine whether the equilibrium is stable. This is generally performed
by using a variational approach. This results in the well known δW equation
1
δW = −
2

ˆ

dV ξ∗ · J̃ × B0 + J0 × B̃ − ∇p̃ .

The energy principle suggests that the plasma will be stable if δW > 0. To
demonstrate this requirement more clearly, we can write δW in a more intuitive
form by separating out parallel and perpendicular perturbations. After integration
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by parts some manipulation one can find the form
1
δW =
2

ˆ

"
dV

|B̃⊥ |2 B20
+
|∇ · ξ⊥ + 2ξ⊥ · κ0 |2 + γp0 |∇ · ξ|2
µ0
µ0
#

(2.4)

−J̃k (ξ∗ × b0 ) · B̃⊥ − 2(ξ⊥ · ∇p0 )(ξ∗ · κ0 ) ,
where b0 = B0 /|B20 | and κ0 = b0 · ∇b0 is the magnetic field curvature. This would
also include boundary terms from the plasma surface and surrounding vacuum
region. The focus of this work is internal stability, so we will omit these terms for
simplicity. The full derivation can be found in Freidberg (2014). The first three
terms in this equation increase δW and therefore stabilize the plasma through
fieldline bending and magnetic and fluid compression. The last two terms introduce potential sources of instability. The fourth, known as the kink term, is the
free energy from plasma currents that tends to be small in stellarators. The last
term is the pressure gradient drive for instabilities, which will be the primary focus of this chapter. It only results in a negative contribution to δW when ∇p0 and κ
are aligned, which highlights the important role curvature can have in predicting
plasma stability.
The most common pressure driven instabilities are flute-like modes (kk /k⊥ 
1). They are analogous to Raleigh-Taylor instabilities, when fluid density is replaced by plasma pressure and gravitation is replaced by curvature. It is common
to divide the instabilities into two categories: interchange and ballooning modes.
The difference between them comes from the mode structures along fieldlines. Interchange modes extend the full length of fieldlines (kk = 0) and therefore are
affected by average pressure gradient, curvature, and other plasma parameters.
Ballooning modes, on the other hand, are localized to particular sections of fieldlines (kk 6= 0) where drives are strongest and/or stabilizing effects are weakest.
When average parameters favor instability, interchange modes are generally dominant. Ballooning modes normally only occur when interchange is stable. For systems where the curvature is primarily toroidal, it will oppose an outward pressure

8

Figure 2.1: Pressure gradients can drive either interchange or ballooning modes
depending on the curvature and other parameters in the system. These heat plots
show the resulting plasma pressure in a poloidal cross section of a torus (φ is out
of the page). The modes in these examples are exclusively m = 13. Interchange
modes are most likely to occur at the rational surface where the mode is resonant
at low n. The unperturbed surface is indicated by the dashed black line. Ballooning modes, on the other hand, often appear as part of a wide spectrum of modes
which may not have a clear resonance. Only a single mode with matching m and
amplitude is shown for clarity. The gradients are also concentrated in one region
of this demonstration for exaggeration. If the gradient extended across the full
plasma, multiple pressure driven modes could exist simultaneously.
gradient on the inboard side and align with it outboard. This results in ballooning
modes generally showing up on outboard side of devices. The linear instability
structures are illustrated heuristically for a poloidal cross section of a 4m circular
torus in figure 2.1.
It is energetically favorable for flux tubes to reorganize if doing so reduces both
pressure and curvature gradients, but this may also require them to bend. The first
term in equation 2.4 shows that fieldline bending stabilizes the instability. Therefore a competition exists between the drive and stabilizing terms. This can be quantified from the δW formulation by choosing displacements which are most likely
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to result in the instability. Restricting attention to displacements that are entirely
perpendicular to fieldlines (k · B = 0) at the resonant surface, one can determine
the requirements for interchange instability. In cylindrical geometry this is the
Suydam criteria and in toroidal geometry it is known as the Mercier criteria. The
ideal Mercier criteria takes the form of a requirement that DI < 0 where DI is can
be written
" *
!#+
"
B2T
µ0 p 0 V 0 ῑ4
B2
V 00 − V 0 ψ 00 ῑ 0 V 0
DI =
−
−
1−
ῑ
4π2 ψ 02
ψ0
B2
R2 B2P

 2 

µ0 p 0 V 03 2
B
−2
−2 2
(2.5)
+
BT
(RBP B)
− (RBP )
4π2 ψ 02
R2 B2P
 2 
1
B
0 0
−2
−
.
+ µ0 p V B
4
R2 B2P
Here h·i is the poloidal magnetic field weighted flux surface average
¸¸ √
Q g dθ dφ
hQi = ¸ ¸ √
,
g dθ dφ
and primes denote derivatives with respect to the minor radius. All variables in the
equation are equilibrium quantities and V is the plasma volume, ψ is the toroidal
magnetic flux, BT is the magnitude of the toroidal field, and BP is the magnitude
of the poloidal field. The interested reader can find the detailed calculation in
Freidberg (2014), Wakatani (1998), and many other established texts in the field.
Rather than evaluate the Mercier parameter in full detail, it is often useful (if
not sufficient), to focus on the first term which often dominates over the others. In
particular the leading term in this factor is proportional to p 0 V 00 , which encodes
the free energy available to drive interchange and is often called the magnetic well.
When analyzing a stellarator vacuum field V 00 alone is commonly used. Because of
the simplicity, this parameter is often used to describe the susceptibility of a configuration to interchange, but neglects other aspects of the instability. The last term
in DI (-1/4) encodes the stabilizing contributions from fieldline bending which is a
significant constraint on ideal interchange modes. This term is particularly strong
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because ideal MHD freezes the magnetic fields to the plasma, requiring bending
with any fluid advection. Resistive effects will break this condition thereby reducing the stabilizing contribution and lowering the threshold for instability.

2.2

Resistive Interchange Theory

Ideal interchange is expected to be the most destructive form of the instability, but
it is not the only possibility. Resistive interchange, which belongs to the wider class
of extended MHD, has a lower threshold in many situations. It shares the same
dependency on p 0 and V 00 ∼ hκi that ideal interchange has, but is also affected by
resistivity, η, and viscosity, ν. Pressure gradients in extended MHD are also sensitive to heat sources, Q, and perpendicular diffusivity, χ⊥ , which thereby affect
the instability as well. The stability criteria analogous to DI for the resistive interchange can be derived using an expansion around an individual rational surface.
This was pioneered in the work by Furth et al. (1963). The analysis was applied in
its most general form to toroidal geometry by Glasser et al. (1975), resulting in the
derivation of the stability requirement DR < 0. DR = DI + (H − 1/2)2 where
µ0 p 0 V 02
H = 2 0 02
4π ῑῑ ψ



B2
R2 B2P

2

hB2T i
hB2 i

1−

(RBP )−2

2

B2 /R2 B2P

hB2 i
2

!
.

To bound the result, one can show that DR < DI . This suggests that resistive
interchange will be present before the ideal instability.
To provide more intuitive expressions describing resistive interchange behavior
and introduce a broader physics model, we will use the stellarator expansion of
Greene and Johnson (1961). This reduces the problem to a slab-like geometry and
restricts attention to local effects at rational surfaces. An effective gravity term will
be used here to represent the effects of average curvature. This has the form
hκi ≈ dh|B − B0 |2 i/drψ /B20 ,

(2.6)
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where B0 represents the solenoidal part of the vacuum magnetic field. Important
aspects of this theory were worked out by Carreras et al. (1987) and provide useful
context for the simulations presented in chapter 8. Their model describes interchange resulting from the balance between a forcing term F = hκi (−dp/drψ ) and
dissipation due to η, ν, and χ⊥ . This involves a conversion between magnetic and
kinetic energy through driven flows driven by J̃ × B0 . The first result they derive
is an equation for the linear growth rate
2/3
 1/3 
m R0 F
η
,
γ=
ρ
B0 r2s a S

(2.7)

where S is the average magnetic shear, ρ is the mass density, m is the azimuthal
mode number of a resonant perturbation and all spatially varying parameters (including the derivatives) are evaluated at the rational surface rs being considered.
This equation shows that modes will grow faster as pressure gradients drive and
resistivity are increased, but can be slowed by increased shear and density. It also
shows that smaller scale (larger m) modes will grow faster. Linear growth rates
from reduced MHD models are known to have limited applicability, but it at least
conveys an intuitive simple picture of the instabilities.
The next result presented by Carreras, Garcia, and Diamond (CGD) is the critical value of thermal diffusion required to linearly stabilize the resistive interchange,
χ⊥,c . This is given in equation (34) of their paper, and has the form
χ⊥,c = f {log [g (χ⊥,c νc )]} ,

(2.8)

with nonlinear functions f(x) and g(x). This is demonstrably less useful in application than if it were solved for χ⊥,c . Performing this inversion, we can write the
equation in terms of the (Lambert W) product-log function W(x) as

χ⊥,c =

4 R0
3π rs B0

2

 
2
F
B0 r3s S
η 2 W 6π
.
√
S
R0 m2 ρην

(2.9)
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We can also solve the equation for the analogous critical viscosity

r 
64  rs 4
3π rs B0
χ⊥
νc =
F
exp −
S
,
ρχ⊥
m
2 R0
ηF

(2.10)

for a given χ⊥ . These equations have the expected parametric dependence of increased threshold with stronger drive and resistivity and decreased by shear and
viscosity or thermal diffusion. They also reveal that the larger scale modes will
have higher dissipation threshold and be the first to become unstable once the
marginal point is passed.
CGD take the analysis a step further by deriving the effective diffusivity produced by nonlinearly saturated interchange modes, using a renormalization procedure. This is given in their equation (99) for sufficiently small χk satisfying (105).
This equation has a similar form to 2.8, but in order to be solved, equation (100)
for the effective viscosity must be used. Once combined, making the assumption
of small χ⊥ and ν, the equations can be written as

χeff ≈

χk <

1
a4



2 R0
π rs B0



2
η



F  
W 2π
S2

"

B40
ρη2

r8s
R40

#1/3 2
p
4
2
hm i S
 ,
m5 F

(2.11)


 "
#1/3 8/3
p
2/3  1/3
4 8
4
2
F
 2 S−2 W 2π B0 rs hm i S
 . (2.12)
ρmrs
η
π2
ρη2 R40 m5 F
B0 R20

p
hmi is the root mean square of the unstable mode spectrum amplitude and is the
only part of these equations which cannot be described by equilibrium quantities.
CGD extracted the values from simulations, which showed it to be approximately
equal to the dominant mode number.
While the CGD analysis is a useful starting point for understanding interchange,
there are additional instability mechanisms worth considering. The description of
ballooning instabilities in stellarators by Nakajima (1996b) has high n modes effectively decoupled from lower n. As a result, these modes may be stabilized by
finite Larmor radius effects. This was shown to be possible for ideal interchange in
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tokamaks by Connor et al. (1984). In their work the dispersion relation was shown
to take the form
ω(ω − ω∗ ) = −γ2 .
(2.13)
Here γ is the ideal single fluid growth rate and ω∗ is the ion diamagnetic frequency.
Complete stabilization (ω → γ) is possible when ω∗ > 2γ. Resistive effects were
included in work by Ara et al. (1978). Stabilization of the resistive kink by gyroviscosity was shown to be possible in cylindrical tokamak-like plasmas. Along
with other geometric assumptions described in this section, testing more complete
models generally necessitates numerical solutions.

2.3

Simulated Stellarator Instabilities

A variety of different codes have been developed to analyze the linear stability of
ideal MHD equilibria. TERPSICHORE, CAS3D, and COBRA are three well known examples that have been applied to stellarators. These codes are highly accurate in terms
of ideal MHD predictions, but as discussed in the previous section, non-ideal effects can have important consequences. Reduced models have been implemented
in codes such as NORM and used to demonstrate the existence of resistive instabilities
for particular plasma conditions. Understanding the full evolution of instabilities
and determining whether they will saturate or disrupt a plasma, however, requires
complete nonlinear simulations. Three different codes have been used to examine
the nonlinear behavior of high beta stellarators: MINOS, MEGA/MIPS, and M3D. We
will focus attention here on their conclusions for pressure driven modes, but these
codes have been used to study other instabilities as well.
MINOS was the first nonlinear, full MHD code to simulate a 3D stellarator plasma.
It uses finite difference methods for spatial discretization and marches time forward explicitly. As a result, it faces significant challenges resolving instabilities on
short spatial and fast temporal scales relative to the plasma relaxation. This was
initially overcome by inflating the plasma viscosity roughly 1000 times larger than
realistic (Pm ≈ 1000), along with numerical smoothing at the mesh scale. Such
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large dissipation effectively eliminated high wavenumber modes, but still allowed
for the growth and saturation of lower wavenumber ballooning modes. The instabilities were observed in simulations of both one pitch period (Miura et al. (2001))
and full tori. Equilibria from multiple configurations (different axis positions) of
the LHD experiment were shown to be ballooning unstable, but still evolved to saturated states. The saturated states exhibited reduced confinement as a results of
stochastic field formation, but the temperature losses were only to a small fraction
of the initial equilibrium.
A fourth order numerical smoothing (effectively hyper-viscosity) was later added
to MINOS to allow simulations with more realistic viscosity (Pm = 1). These simulations again showed ballooning mode saturation, but the increased drive from
higher wavenumbers resulted in saturated states with much worse confinement.
Core temperatures dropped more than half in Miura and Nakajima (2010). It was
also shown in this work that increased parallel heat diffusivity could reduce the
confinement loss in the saturated state. This led to the suggestion that χk could
stabilize ballooning modes, but the accuracy of χ⊥ with increased anisotropy was
not demonstrated (we discuss this challenge further in section 4.2). Two fluid effects were examined in Miura et al. (2017) as another potential stabilizing effect.
This addition, however, required a sub-grid scale model, in which coefficients were
chosen ad-hoc to produce ballooning mode saturation with only a mild loss in confinement.
The MEGA/MIPS code also uses an explicit, finite difference model and has been
applied to multiple high beta configurations of LHD. (MEGA and MIPS were once
separate codes that either forked from the same MHD solver or were merged together, so it is reasonable to use the names interchangeably. When we refer to one
name or the other, it is to be consistent with the description used in the publication being discussed.) Once again, numerics are challenged by the scale separation in these simulations, which was alleviated by large resistive diffusion and
grid scale smoothing. Since resistive instability growth rates scale with η1/3 , the
simulated instabilities are believed to be stronger than realistic. Nevertheless, ballooning modes are shown to grow at γ ≈ 0.3/τA and saturate in both one pitch
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Figure 2.2: MIPS simulations show significant pressure deformation from instabilities. This was a full toroidal simulation of LHD in the inward shifted configuration.
The top row shows the evolution of total pressure and the second row shows the
same data with the equilibrium field subtracted off. The bottom row shows the
total pressure along Z = 0. This figure was produced by Sato et al. (2017).
and full tori. A direct comparison between the different toroidal grids was made
by Sato et al. (2017). This work simulated the inward shifted configuration of LHD
which is Mercier unstable in the edge and stable in the core at the chosen beta.
Their results are shown in figures 2.2 and 2.3. The instabilities are very similar
initially, since the dominant modes are n ∼ 10. Shortly after these modes begin
to saturate, low n instabilities become dominant in the full toroidal simulation.
Low n modes (1-9 and harmonics) do not exist in the one pitch simulation because
of the restricted toroidal periodicity. Both cases demonstrate a significant loss of
confinement in the plasma periphery, but the one pitch simulation retains good
confinement in the core. The reduced confinement is a result of flux surface break-
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Figure 2.3: MIPS simulations show significant pressure deformation from instabilities. This was a one pitch simulation of LHD in the inward shifted configuration.
The top row shows the evolution of total pressure and the second row shows the
same data with the equilibrium field subtracted off. The bottom row shows the
total pressure along Z = 0. This figure was produced by Sato et al. (2017).
up. This is demonstrated most clearly by Mizuguchi et al. (2009) which is reproduced in figure 2.4. The pressure collapse in this case was produced exclusively
by convective heat and particle transport.
MIPS has also demonstrated that plasma flow can stabilize interchange modes.
Ichiguchi et al. (2018) introduced an initial E × B flow which reduced the severity
of the core pressure collapse during instability saturation. For experimentally relevant parameters the effect of the initial flow was small but with 200 times stronger
flow (approximately equal energy to the saturated instability) the effect was significant. Nicolas et al. (2015) extended the code to include ion diamagnetic flow from
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Figure 2.4: The evolution of pressure and magnetic field Poincare surface of section
are shown simultaneously for a MEGA simulation. This was from a full toroidal
simulation of LHD in the outward shifted configuration produced by Mizuguchi
et al. (2009).
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gyroviscosity, but no Hall induction terms. They demonstrated that linear growth
rates could be reduced by diamagnetic flow, but complete stabilization was not
achieved. Instead, they observed that diamagnetic flow increased the growth rates
in some cases. An extension of equation 2.13 that includes dissipative effects was
suggested, but did not capture all of the simulation results either. Lastly, MEGA was
extended to include ion drift-kinetic effects with a hybrid-PIC model. The results
presented in Sato and Todo (2020) showed that the poloidal precession drifts and
finite orbit width of trapped particles could reduce the linear growth rates of ballooning and interchange. It was demonstrated that this effect could be captured
by the factor
−1/2

ωd
,
(2.14)
∆d = 1 +
γ
with the precession drift frequency approximated by
ωd ≈

m 0.042
.
13 τA

(2.15)

Finite Larmor radius contributions were not included in this work because they
had a smaller effect. Neither of these extended MHD studies examined the nonlinear saturation of the instabilities, so the reduced severity of any pressure collapse
has yet to be determined.
The M3D code was the first to produce full toroidal stellarator simulations, as
well as demonstrate two fluid stabilization. It remains the only code to produce a
fully nonlinear, direct numerical simulation prediction for two fluid effects in stellarators. Unlike the previously mentioned codes, M3D uses a finite element spatial
representation and semi-implicit time advance. Strauss et al. (2004) applied the
code to the NCSX experimental design and showed that both resistive and ideal
ballooning modes were stabilized by ion diamagnetic flow. Electrons were forced
to zero temperature so that modeling did not require resolution at their scales.
The effects of the instability and two fluid stabilization on plasma temperature or
magnetic field was not described, so it is unclear how transport and confinement
may have been altered. The NCSX configuration has a global magnetic well and
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other significant differences from LHD, so comparison between M3D and the other
other simulations is challenging. The circumstances in which realistic flows (diamagnetic or E × B) will be able to stabilize pressure driven modes in stellarators
is not yet known. Further numerical examination is required before experimental
predictions can be made.

2.4

High Beta Stellarator Experiments

There are two stellarator experiments which have achieved high beta (hβi > 3%) so
far: Wendelstein 7-AS (W7AS) and the Large Helical Device (LHD). Both machines
have a vacuum rotational transform on axis ῑ0 ∼ 1/2, but W7AS has low shear and
a magnetic well across the entire plasma. LHD, on the other hand, has large magnetic shear, but only provides a magnetic well in the core of the plasma. In spite
of the significantly different designs, both are predicted to be unstable to ideal interchange modes at low beta (hβi < 1%) using the Mercier criteria described in
section 2.2. Nevertheless, both machines have achieved high performance operation without experiencing plasma termination from disruptive instabilities.
Even when MHD fluctuations are observed, plasma beta can continue to increase beyond the predicted threshold. This is explained in Weller et al. (2006)
and is demonstrated for LHD in figure 2.5. Each point in these plots marks a local observations of the experimental pressure gradient (dβ/dρ). The highest hβi
points shown were accessible in spite of being highly Mercier unstable in the periphery and requiring the core to pass through an unstable region at lower beta.
This figure also reveals that resonant low m/n ideal interchange modes can affect plasma operation when they become sufficiently unstable. Local temperature
flattening near these stronger instabilities has been observed as a consequence of
increased transport.
Good confinement is essential to achieving high beta, but this requires more
than just avoiding strong instabilities in these experiments. Most of the heating
in the highest beta plasmas was provided by neutral beams, so confining fast particles is also important. Unfortunately, these goals lead to naturally opposing re-
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Figure 2.5: Observations of LHD show that the experiment is able to increase pressure beyond the Mercier predicted threshold for ideal interchange instability. Instead, the only operational limitations appear to come from long wavelength resonant modes with sufficiently large growth rates. This figure was reproduced from
Weller et al. (2006).
quirements on the plasma. This particularly comes down to tuning how much the
magnetic axis is allowed to move with increased beta, as a result of the Shafranov
shift. The further outward the magnetic axis is shifted, the deeper the magnetic
well becomes. This is illustrated for a generic torsatron in figure 2.6. As described
in section 2.2, a deeper magnetic well reduces the drive for interchange modes. On
the other hand, the axis shift increases the ripple in magnetic field strength along a
fieldline, as demonstrated in figure 2.7. This increases the loss of trapped particles
and therefore reduces the heating efficiency. As a result, there is a trade-off between heating efficiency and stability that needed to be balanced in order to reach
the highest possible beta.
The magnetic shear also changes with the axis shift, but its effects are less
straight forward and vary significantly between W7AS and LHD. Pfirsch-Schluter
(PS) currents associated the magnetic axis shift tend to increase the rotational trans-
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Figure 2.6: The magnetic well deepens (becomes more negative) across the entire
plasma as Pfirsch-Schluter currents are produced with increased beta (hβi ≈ 1.5%
shown). This is demonstrated for an ` = 2, M = 10 torsatron which had no magnetic well optimization. The magnetic well term shown is the second derivative of
plasma volume with respect to the toroidal flux.
form near the axis and reduce it further outward. Since W7AS has low vacuum
magnetic shear, as beta increases the shear globally approaches zero before changing sign across the entire radius. As beta increases further, the shear does the
same. This provides a stabilizing effect, while also introducing new rational surfaces in the plasma (Weller et al. (2006)). The instabilities which resonate with the
new rational surfaces could have lower stability thresholds. So on one hand the
change in shear is beneficial, and on another potentially harmful. Since LHD already has large shear, the PS currents provide the most significant change near the
axis. Here the shear can change sign, like in W7AS, but the inversion cannot reach
the periphery. Instead, the main effect is a shift in the location of zero shear to
larger radius, where the magnetic well is lower. This weakens the stability, especially if the zero shear aligns with a rational surface. The only benefit is that it can
eventually remove resonances if the minimum transform increases far enough.
The size of the Shafranov shift is directly related to formation of PS currents in
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Figure 2.7: The magnetic field magnitude along a fieldline changes structure in
response to Pfirsch-Schluter currents formed with increasing beta. This affects the
region in which trapped particles are localized and hence their propensity to drift
out of confinement. The high frequency oscillations are referred to as ripples. They
result from the fieldline moving past segments of the external coils. The low frequency oscillations are a result of the plasma shape. The increased height of the
ripples at finite beta result in more particles having a high bounce frequency and
degraded confinement. This example comes from an ` = 2, M = 10 torsatron
which was not optimized for particle confinement. The fieldlines shown are from
mid radius where the surfaces are smooth, nested and have nearly the same volume and ratio of |B|max /|B|min .
the plasma and can be controlled by ῑ0 . This is described in more detail in section
3.1. Both experiments can adjust ῑ0 within a limited range. Furthermore, W7AS
was designed to minimize PS currents so the axis moves less as pressure increases.
LHD can instead adjust the magnetic axis position in vacuum to either counter or
enhance the effect of the Shafranov shift (Weller et al. (2006)). The optimal configuration for maximizing beta in both devices was found at ῑ0 ≈ 1/2 and for LHD
was obtained with an inward shift of the vacuum magnetic axis. These were not
believed to be the most stable plasmas produced and they did have appreciable
Shafranov shifts.
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Since the linearly unstable modes predicted by TERPSICHORE, CAS3D, and other
tools do not have a strong effect on the plasma, they are believed to nonlinearly saturate at low amplitude. This behavior has been investigated by the nonlinear simulations discussed in the previous section. All of these codes showed that nonlinear
saturation was possible, but with resistive MHD alone the modes only saturated
after a major collapse in core temperature. In most cases, this was in opposition
to the experiments that were being modeled. Reduced confinement from instabilities has been observed by experiments under particular circumstances though.
This can occur in LHD when the magnetic axis is shifted inward and the rotational transform is high - resulting in a shallower magnetic well at high beta. The
collapse measured by Sakakibara et al. (2010) is qualitatively similar to the simulation shown in figure 2.2. That simulation used a different configuration with
deeper magnetic well though. The collapse shown in figure 2.4 is a qualitative
match to the experiment it targeted, but with different physics involved. The simulation produced a pressure collapse, whereas the experiment observed a collapse
in the density alone, with relatively unchanged temperature. The code did not include any thermal conduction and likely had a uniform density. This may explain
the lack of temperature resilience, and justify the connection of pressure to density
loss. Modeling has not demonstrated that lower rotational transform can suppress
the collapse, as described by Yamada et al. (2007). Fast MHD crashes have also been
seen in particular cases on W7AS, as described by Weller et al. (2003).
While pressure driven instabilities may saturate without preventing access to
higher beta, they still could increase transport. One possibility is through the formation of small island chains. The Carreras et al. (1987) model for resistive interchange described in section 2.2 is compared with observations of LHD in Watanabe
et al. (2008). The results are shown in figure 2.8. The predicted nonlinear heat flux
is shown to be consistent with the measurements in the periphery. The agreement
is particularly good for the case with a smaller magnetic hill (Ap = 6.2). Minimal dispersion can be seen for the data points at higher beta. The agreement is
worse for hβi < 1% where CGD predicts weak instability, suggesting other effects
may be dominant in the experiment. Similarly, when there is a larger magnetic
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Figure 2.8: The experimental heat flux in the periphery (ρ = 0.9) of LHD agrees
well with the nonlinear estimate by Carreras et al. (1987). The lower aspect (Ap )
configuration has a lower vacuum rotational transform on axis and therefore
smaller magnetic hill. These experiments were performed for the inward shifted
magnetic axis (Rax = 3.6) configuration. This figure was created by Watanabe et al.
(2008).
hill (Ap = 8.3), other instabilities may be playing a major role in the experimental
transport. Drift wave instabilities also likely contribute to transport in these plasmas, but are beyond the scope of this work. The lower magnetic hill (Ap = 6.2)
more closely matches where the record experimental hβi ≈ 5% was obtained at
Ap = 6.6. Increased transport from saturated instabilities suggests that a soft beta
limit may still exist. This could act in addition to equilibrium changes, which are
the main topic of the next section.
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3

stochastic field transport

In the previous chapter, we described the effects of pressure driven instabilities on
stellarator confinement. These instabilities do not introduce hard limits to increasing beta, as they do for tokamaks. Nonlinearly saturated instabilities can increase
transport, but the effects are often benign and may be entirely avoidable with improved magnetic well or other optimizations. This leads to the question, what
effects do limit further increase in stellarator beta?
The most well established limit is the equilibrium beta limit. This comes as a
result of changes in the topology of magnetic fields. In the absence of any plasma,
the (vacuum) magnetic fieldlines wrap around nested toroidal surfaces. This provides good confinement for the charged particle constituents of a plasma which
gyrate around fieldlines and move freely along them. Once a plasma is introduced, however, diamagnetic effects give rise to Pfirsh-Schluter (PS) currents in the
plasma. These currents alter the magnetic fields and force the axis of the nested
magnetic surfaces outward, away from the center of the torus. This shift, known
as the Shafranov shift, is closely related to the plasma confinement efficiency and
provides a good marker for when the equilibrium limit is being approached.
We will describe the equilibrium beta limit in more detail in the following sections. We begin with a description of the ideal equilibrium beta limit based on
simplified analytic models. We then discuss the inclusion of non-ideal effects using numerical solutions. An important outcome is the central role which stochastic
magnetic fields play in limiting plasma beta. This will motivate a more realistic description of the equilibrium beta limit and its relation to high beta experiments. We
then take a closer look at fluid models of thermal transport that properly account
for collisional plasma effects. To understand the consequences of these models,
we describe the effective transport they produce in regions of stochastic field. We
conclude with a review of studies where the transport has been analyzed for high
beta stellarators.
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3.1

Ideal Equilibrium Limit

The equilibrium beta limit traditionally refers to the behavior of two specific cases
of ideal MHD solutions. In particular, net toroidal current free or flux conserving equilibria. This distinction is made to provide simple solutions to ideal force
balance. In each case, the outcomes turn out to be nearly the same for tokamaks
and stellarators. For simple magnetic geometries the beta limit can be determined
analytically. In stellarators with a dominant toroidal curvature, the Greene and
Johnson (1961) expansion we encountered in section 2.2 can be used as a simplification. These models essentially treat the configuration as a single helicity (toroidal)
stellarator with sufficiently low beta (β ∼ a/R0  1). With a fixed boundary and
constant pressure gradient, one can find criteria for solutions at different β that
have only a single free parameter. This can be used to define an equation for the
Shafranov shift
∆Ra hβi
∼ 2 ,
(3.1)
a
ῑ0
where ∆Ra = Raxis − R0 , a is the average minor radius, and ῑ0 is the rotational
transform on axis. When worked out in detail, this equation also depends on the
free parameter in the model and other geometric considerations which affect the
strength of PS currents in the plasma. For stellarators more generally, the Shafranov shift will depend upon details of the magnetic field spectrum.
The remaining free parameter can be used to fix either the net toroidal plasma
current or the rotational transform at the edge (enforcing flux conservation). When
zero net plasma current is enforced, PS currents push the separatrix of the configuration towards the plasma, until it is directly up against the plasma boundary. At
this point, fixed boundary solutions are no longer viable, so this is described as the
equilibrium beta limit. It is predicted to occur when ∆Ra /a ≈ 1/3 in the simplified
case we are considering. This is a soft beta limit because it doesn’t mean that higher
beta equilibria don’t exist. But to solve for them requires a free boundary method,
which is not analytically tractable. In the flux conserving case, net toroidal current
forms to prevent the separatrix from moving in to the boundary and no beta limit
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is predicted. The detailed calculations are presented in Wakatani (1998), Freidberg
(2014), and others.

3.2

Non-Ideal Extensions

Determining an equilibrium with more realistic plasma conditions requires numeric methods. The VMEC code and its predecessors are able to produce ideal
MHD solutions with a chosen pressure profile by assuming nested flux surfaces
exist across the plasma volume. It can be used with the same net current free or
flux conserving constraints described in the previous section. While this may be
a useful starting point for obtaining free boundary solutions, it does not provide
any further evidence about a beta limit. Furthermore, the nested flux surface assumption can introduce infinite surface currents that are not representative of a
real plasma. The current relaxation of resistive MHD needs to be included to find
more realistic plasma equilibria. This is directly applied to VMEC solutions in the
SIESTA code. The resulting equilibria often demonstrate break-up of the initial flux
surfaces.
An intermediate step is the MRxMHD framework that has been employed within
the SPEC code. This model produces equilibria that satisfy Taylor relaxation within
a fixed number of volumes whose surfaces satisfy ideal MHD force balance. These
surfaces must be nested and coincide with flux surfaces, but only inner most volume is required to contain exclusively nested flux surfaces within. As a consequence, pressure is required to be constant within each volume and only changes
at the surface interfaces (for a smooth rotational transform). Loizu et al. (2017) examined the beta limit for solutions with 2 volumes, where one represents a free
boundary plasma and the other a fixed boundary vacuum. With a net current free
constraint, a separatrix forms in the vacuum region as the predicted equilibrium
beta limit is reached. They are able to find current free equilibria at higher beta, due
to the free plasma boundary flexibility. These solutions have much larger Shafranov shifts than equilibria with the flux conservation constraint at the same beta.
With the MRxMHD model, flux conserving equilibria do realize what they call a
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non-ideal beta limit, corresponding to the emergence of stochastic magnetic field
in the vacuum region. This is also a soft beta limit because higher beta solutions
could be obtained if the size of the plasma volume was reduced as the stochastic
field region expands. There could be a hard limit once the stochastic field reaches
the magnetic axis, but that was not explored in that work. While the highest beta
achieved was very different for net current free and flux conserving equilibria, the
limits for both occurred with roughly the same Shafranov shift.
These codes demonstrate that diamagnetic plasma currents also drive magnetic
perturbations which resonate with fieldlines to produce magnetic island growth.
These magnetic islands follow the same overall topology of neighboring flux surfaces, but introduce a finite radial width to the fieldline paths. Once island chains
on neighboring flux surfaces grow large enough to overlap, the fieldlines in the
region cease to follow the original surfaces at all and instead begin to fill the volume stochastically. This process begins at the edge of the plasma where resonant
surfaces are more closely packed, and spreads inward. As a result, the charged
particles can be transported radially outward while still following a magnetic field
line. As long as some plasma is still confined, the temperature can be raised with
stronger heating, but this drives more current and increased loses. Theoretically
the plasma beta can still be increased with more heating, but practically it becomes
a losing battle.

3.3

Realistic Equilibrium Beta Limit

The primary issue with the models introduced so far is the requirement of ideal
MHD force balance given by equation 2.2. Taking the dot product of this equation
with B gives
B · ∇p = 0.
In other words, the assumption of infinite electron speed in ideal MHD means
that pressure will equilibrate instantaneously along a magnetic fieldline. This is
a reasonable simplification for closed flux surfaces or open fieldlines with short
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connection lengths, Lc , to a wall, but it fails to accurately describe stochastic field
regions with long connection lengths. In reality, electrons have a finite velocity,
approximately the electron thermal speed, and thus only travel a finite distance
before transferring energy through collisions. This distance is characterized by
the electron mean free path, λmfp . For stochastic fieldlines with Lc > λmfp we
would therefore expect a finite pressure gradient.
This was addressed in the PIES equilibrium construction code by including
small tensorial pressure terms, P = p1 + π, and flow, v. These contributions allow
for a non-ideal force balance
B · ∇p = −B · (ρv · ∇v + ∇ · π) 6= 0,
which is solved for self-consistently with the magnetic fields. The construction
requires an input scalar pressure profile and a consistent net current profile to
produce accurate solutions. This is generally taken from the initial VMEC equilibrium. As useful as this technique could be, it has not yet been used to study the
equilibrium beta limit. Instead, the only existing applications have been to experimental reconstructions (where some effects were seen but never a hard limit) and
coil design studies.
The only detailed demonstration of a real equilibrium limit has been provided
with the HINT code. It produces equilibria by performing a resistive relaxation
from a vacuum magnetic field while attempting to match a target pressure profile. The procedure involves iterating between magnetic field changes and pressure updates until a converged solution is reached. This has similarities to the
method used in SIESTA, but handles stochastic field regions differently. The HINT
algorithm begins by locating the magnetic flux surfaces using pressure isosurfaces
as a proxy. This is done by setting the pressure on a grid in the poloidal cross section to the average value along a fieldline p = hpiSV ≈ p . HINT uses the specific
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volume average
hpiSV

´
= ´

L
−L

d`
p |B|

L

(3.2)

d`
−L |B|

where ` is the length along a fieldline and L = Lmax with Lmax as a user defined
maximum integration length. This form allows the fieldline average to match a
flux surface average as ` → ∞ on closed surfaces. It also agrees with the usual
fieldline average
ˆ L
1
p d`
(3.3)
p=
2L −L
for confined fieldlines since (pmax − pmin )/p  1 where pmax and pmin are the
extrema along a fieldline. If a fieldline leaves the HINT domain (Lc < Lmax ) then p
is set to zero along it. As a result, the value Lmax will affect how much energy is
confined in stochastic field regions. For a sufficiently large Lmax , the level sets of p
will be smooth and match flux surfaces (to the resolution of the underlying grid).
With a peaked initial pressure, this will also produce nested isosurfaces within
edge regions where the magnetic field is stochastic, as shown in figure 3.8. After
computing the toroidal flux, ψ, bounded by these surfaces, the pressure can be
reset to match the target profile p(ψ) and be deposited onto the 3D grid. Before
fieldline averaging is performed and the pressure profile is set to the target, any
peaked initial guess can be used. After subsequent magnetic field updates, the
previous pressure iterate can be used. The magnetic field changes according to
the solution of
∂v
= J × B − ∇p,
∂t
∂B1
∂t

= ∇ × [v × B − η (J − Jnet )] ,

(3.4)

µ0 J = ∇ × B1 ,
where B = B0 + B1 and B0 is the vacuum magnetic field. Jnet is the specified net
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toroidal current provided by an external transformer. The resistivity, η, is uniform
and does not affect the converged solution, only the rate of relaxation.
This model was used to examine the equilibrium beta limit by Suzuki et al.
(2020a). That work examined a series of equilibria, based on the Large Helical
Device (LHD) vacuum magnetic field in the configuration where the experiment
achieved its highest beta. The pressure profile was prescribed as

p = p0

ψ
1−
ψa

"
 4 #
ψ
1−
,
ψa

where ψa is the toroidal flux bounded by the surface that has the same maximum
major radius, Rmax , as the vacuum last closed flux surface (LCFS). This profile was
selected as a good fit to experimental observations. The net current was set to zero
and p0 was slowly increased until hβi = 6.3%. The algorithm could not converge
on a magnetic field solution that was consistent with the specified pressure profile
at higher beta. At this point a significant fraction of the flux surfaces had become
stochastic as shown in figure 3.1. Because of this, the edge could no longer support the steep pressure gradients being targeted and this point was declared the
soft beta limit. At this point the Shafranov shift was almost 1/2 of the minor radius.
To find equilibria with higher beta, the region over which HINT held the pressure
profile fixed had to be reduced, to allow flattening on the stochastic fields. Increasing p0 further lead to a slow increase in beta up to hβi ≈ 7.5%. Around this point,
the magnetic axis splits into a doublet and further increases to p0 do not increase
the plasma energy. This is declared the hard equilibrium beta limit and can be
seen in figure 3.2.
HINT has been used to demonstrate a similar soft beta limit for a more generic
torsatron in the work by Suzuki (2020b). This case is highly similar to the configuration we will be focusing on in parts II and III of this document. The specific
differences are described in more detail in appendix B. The destruction of flux surfaces in this case is shown in figure 3.3. That work also analyzed the effects which
a different target pressure profile had on the predicted beta limit. 3 different pres-
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Figure 3.1: Increased pressure leads to the formation of large stochastic regions
in the equilibria produced by HINT. This reduces confinement and is responsible
for the soft equilibrium beta limit. The percentages shown on these figures represent the hβi of the equilibrium. The blue lines mark the position of the vacuum
LCFS and the green lines mark the LCFS for the finite beta cases. This figure was
reproduced from Suzuki et al. (2020a).
sure profiles were tested with different peaking factors, pf = p0 /hpi, as described
in table 3.1. The results of this study indicate that the pressure gradient in the
plasma periphery is the primary factor responsible for stochastic field formation
leading to the beta limit. This can be seen in figure 3.4 where pf, which is inversely
proportional to the edge ∇p, plays a key roll in determining when the soft beta
limit is observed. A detailed comparison of the relationship between the Shafranov shift and the beta limit was not included in that work.
Both of the high beta plasma experiments discussed in section 2.4, W7AS and
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Figure 3.2: Increasing the on axis pressure, β(0), results in HINT equilibria with a
proportional increase in the average beta up to hβi = 6.3%. This is exemplified
by the first black trend line. Beyond this point increases in β(0) produce a smaller
increase in hβi, as highlighted by the second trend line with reduced slope. The
transition point is circled in blue and declared to be the soft beta limit. The points
circled in green show the hard beta limit, where hβi sees little change with larger
β(0). This figure comes from Suzuki et al. (2020a).
pf
p

2
p0 [1 − ψ/ψa ]

3
p0 [1 − ψ/ψa ]

2

1.5h
i
p0 1 − (ψ/ψa )2

Table 3.1: The pressure profiles used in Suzuki (2020b) as described by their different peaking factors, pf.
LHD, have observed confinement degradation which can be attributed to the equilibrium beta limit. The effects are most evident when the experiments operate with
a low vacuum rotational transform on axis. This allows for a large Shafranov shift
at high beta, as was described by Weller et al. (2006). The predicted limit is evaluated figure 3.5. The points on these graphs mark experimental hβi measurements
as a function of the rotational transform. The x-axis in these plots is written in
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Figure 3.3: The HINT equilibria for a generic torsatron show that flux surfaces become significantly degraded with increased pressure. These results were computed with the pf = 2 pressure profile described in table 3.1. This figure is from
Suzuki (2020b).
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Figure 3.4: The relation between the specified β0 and the resulting hβi varies significantly for different pressure profile shapes. The soft beta limit, denoted by the
abrupt change in slope of the solid lines, also occurs at different β0 and hβi for each
case. The dotted lines are linear fits to the β0 < 2% segments of the solid lines with
matching color. The different peaking factors, pf, correspond to the pressure profiles shown in table 3.1. This figure was reproduced from Suzuki (2020b).
terms of the approximate equilibrium limit determined by
1
R0 hβi
∆Ra
= =
a
2
2aῑ2

(3.5)

This equation follows from a more detailed calculation which is analogous to that
of equation 3.1. The lines on each graph indicate approximately where the beta
limit would be. Many of the observations are in this vicinity, including the highest
beta achieved in W7AS and the second highest during these runs for LHD. The
points which are further from this line may have been affected by the instabilities
described in section 2.4 or other effects. When beta is instead compared with the
experimentally observed magnetic axis shift, there is nearly a direct relation, for the
best performing configurations. This agrees with the free boundary equilibrium
reconstructions as shown in figure 3.6. Neither of these configurations appear to
be close to the equilibrium limit and higher beta has since been achieved in LHD.
The importance of the equilibrium beta limit for W7AS was further demon-
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Figure 3.5: The measured plasma beta is compared with the approximate limit due
to equilibrium affects when the Shafranov shift reaches 1/2 of the minor radius.
This limit is primarily determined by the rotational transform and is predicted to
occur along the line in each graph. The additional factor of 2 in the W7AS limit
comes from the optimized shaping of the configuration which produces less PS
current. This figure comes from Weller et al. (2006).
strated by the effect of control coils. Optimizing the current in these coils was an
important step to reaching the highest hβi in the experiment. The effects these coils
had was understood by comparing PIES reconstructions. Zarnstorff et al. (2005)
showed that optimized control coil current led to a significant healing of the edge
magnetic surfaces relative to cases whese these coils weren’t used. This can be
seen in figure 3.7. The formation of stochastic fields doesn’t completely prevent
confinement in the periphery either. HINT reconstructions of LHD by Suzuki et al.
(2009) demonstrate that temperature gradients are clearly measured in stochastic
field regions, as seen in figure 3.8. Therefore, the rate of transport by stochastic
fields plays an important roll in determining the beta that can be achieved in experiments. We will discuss these reconstructions further in section 3.6.
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Figure 3.6: hβi is closely correlated with the Shafranov shift in both W7AS (left)
and LHD (right) experiments (shaded regions) and in the equilibrium reconstructions (lines). The normalized shift (dashed line, y-axis on the right) is far from the
equilibrium limit, which would be at the top of the plots, for the data shown here.
This figure is reproduced from Weller et al. (2006).

Figure 3.7: External control coils are shown to restore flux surfaces, thereby improving confinement in W7AS. These Poincare plots are from PIES reconstructions of equilibria without (A) and with (B) the external coils. Both equilibria have
hβi ≈ 2%. This figure comes from Zarnstorff et al. (2005).
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Figure 3.8: The HINT reconstruction of a high beta LHD equilibrium shows stochastic fields across regions where finite temperature gradients are observed. The figure on top shows the measured temperatures used in the reconstruction, with arrows marking the extent of the vacuum LCFS. In the middle, fieldline connection
length is compared with the electron mean free path. In the bottom figure a fieldline Poincare plot is shown for Z > 0 and the reconstructed pressure contours are
shown for Z < 0. These figures were produced by Suzuki et al. (2009).
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3.4

Parallel Thermal Transport Models

In the preceding section, we described how the infinite electron speed assumed
in ideal MHD gives rise to instantaneous thermalization along fieldlines. We then
described the method used in the HINT code to limit this to a finite distance, Lmax .
The justification for this is that an electron can only travel a finite distance, approximately λmfp , before transferring its energy to other particles through collisions. Therefore, setting Lmax = λmfp is reasonable, albeit a gross simplification,
of Coulomb collision physics. A more accurate transport model for a collisional
plasma was derived by Braginskii (1965). This work was based on a kinetic plasma
treatment in the collisional limit. The primary heat transport mechanism in the
model is an anisotropic heat flux for both electrons and ions. The electrons are
responsible for the fastest parallel transport, whereas the ions dominate the perpendicular transport. Thus, for a single species plasma with T = Te + Ti = 2Te , the
Braginskii heat flux is
h
i
q = −n χk b̂b̂ + χ⊥ (I − b̂b̂) · ∇T ,

(3.6)

with b̂ = B/|B| and coefficients
χk = χk,e
χ⊥ = χ⊥,i

√
5/2
6 2π3/2 20 Te
= 3.2 4 √
e me n log Λ

5/2
12π3/2 20 Ti
2x2 + 2.645
= 4√
,
e me n log Λ (x4 + 2.7x2 + 0.677)

12π3/2 2 T |B|
x = 3√ 0 i
,
e mi n log Λ
3/2

(3.7)

3/2 3/2

Λ≈

24π0 Te
√
,
e3 2n

We have suppressed the Boltzmann factors that multiply temperature in these and
the remainder of equations presented throughout this work for simplicity. The
nonlinearities introduced by these coefficients are often ignored for simplicity by
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assuming constant values χk ≈ χk,0 and χ⊥ ≈ χ⊥,0 , which only accurately represent
a particular plasma region. This strategy is employed by the stochastic transport
estimates described in this chapter along with the simulations described in part
III. This is also part of planned future developments for the HINT and SPEC codes
described in the previous sections.
The Braginskii heat flux provides a good model for collisional transport, but
is inappropriate for collisionless or intermediate collisionality plasmas. In these
cases, the large λmfp introduces non-local contributions to the parallel heat flux,
qk = b̂ · q. Furthermore, deriving the heat flux which applies over a large range
of collisionality, requires an enormous number of moments from the kinetic distribution function. These solutions are made tractable by the high accuracy of fitted
kernels provided by Ji and Held (2014). With this, the parallel heat flux takes the
form
ˆ
n ∂Te
v T Te
d` 0 Khh (η(` 0 ))
qk = −
2
Te ∂` 0
ˆ |`|
(3.8)
d` 0
,
η(`) =
λmfp
0



0.646
0.417
Khh (η) = −6.87 + 5.32e−0.17η
log 1 − e−2.02η
,
p
where vT = 2Te /me is the electron thermal speed and ` is the distance along a
magnetic fieldline.
Since both of these heat flux definitions prescribe limits on the rate of thermal
transport, it will be instructive to consider how the relative size of χk and χ⊥ affect
a plasma equilibrium. When χk ≈ χ⊥ , the temperature profile will primarily be
set by sources and sinks, while the magnetic field will have minimal impact. For
χk  χ⊥ , it is important to consider the magnetic topology. This is implied by
ideal force balance, where b̂ · ∇T = 0 is always satisfied. We therefore see that it is
equivalent to the extreme anisotropy limit χk /χ⊥ → ∞. For finite values of χk /χ⊥
it is less obvious what the effect of magnetic fields will be. In a region with nested
magnetic surfaces, fieldlines will always return to a position in the neighborhood
of the starting point after a few rotations in the periodic coordinates. Thus, one
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would only expect the parallel heat flux to vary over roughly the size of the system,
R0 . With a reasonably diffuse heating source, χk  QR0 /n, the steady state heat
balance
n
Q ≈ ∇ · q ≈ ∇ · (nχk b̂b̂ · ∇T ) ∼ χk b̂ · ∇T ,
R0
implies that b̂ · ∇T ≈ 0. The same will be true in the far scrape off layer where
fieldlines all connect to the wall after ` ≈ R0 . This line of reasoning cannot be used
to suggest b̂ · ∇T will be negligible on stochastic fieldlines, however, since the random wandering may not bring the fieldline near the starting position for a much
longer distance. This warrants more careful treatment of large, finite anisotropy in
these regions.

3.5

Effective Transport In Stochastic Fields

The chaotic nature of stochastic fields results in a detailed and highly variable microscopic structure. Since our primary interest is in their contribution to macroscopic transport, however, it will be useful to consider the average conduction rate
away from nested flux surfaces. We can define the effective rate of heat transport,
χeff , across a flux surface, ψ, as hψ̂ · qi ≡ −χeff hnψ̂ · ∇T i where the average is
taken over the flux surface. The simplest way to determine χeff exclusively from
the magnetic fields is to consider a magnetic perturbation, Bψ , that is normal to a
nested flux surface described by B0 so that B = B0 + Bψ ψ̂. As long as Bψ  |B|
we can assume the perturbation has negligible impact on the temperature so that
T ≈ T (ψ) and hence B0 · q ≈ 0. This has been called the quasi-linear approximation. Using this, the anisotropic heat flux across the unperturbed flux surface
is
#
"
B2ψ
∇ψ · q ≈ n χk 2 + χ⊥ ψ̂ · ∇T .
|B|
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Averaging this equation over the surface (assuming constant χk and χ⊥ ) and comparing with the definition of χeff we can see that
χeff ≈ χk b2 + χ⊥ ,

(3.9)

for hn∇T i =
6 0, where b = Bψ /B is the relative amplitude of the perturbation.
This formula shows that even a small radial component to the magnetic field can
increase the transport significantly when χk  χ⊥ . This form for the effective
transport is described as fluid-like because it only depends on parameters local
to a flux surface. No information about how the magnetic fieldlines behave away
from this surface is included.
While equation 3.9 provides an intuitive description for how a stochastic field
could influence transport, selecting the most appropriate surface to compute the
averages over can be nontrivial. The magnetic perturbations arising from PS currents cannot be isolated independently from the global equilibrium field. Furthermore, the field becomes chaotic when islands overlap, suggesting that the fieldlines are actually interacting with multiple perturbations. Isotherms may still approximately follow the unbroken flux surface shapes, but for χk /χ⊥ → ∞ they
will also pick up the fractal complexity of the resonant magnetic surfaces. In this
case Hudson (2009) demonstrated that ghost surfaces or quadratic flux minimizing surfaces (Hudson and Dewar (2009)) can be used to accurately construct the
temperature profile. These surfaces are shown to closely match the isotherms in
figure 3.9, but are determined entirely from the magnetic field.
Information about the structure of volume filling stochastic fieldlines, as opposed to their behavior at a particular surface, can be used to define effective
transport metrics as well. This is often motivated by the similarity to stochastic processes. Heat diffusion is well understood for neutral particles undergoing
Brownian motion, so the idea is to extend the concepts to a plasma. This was first
introduced by Jokipii and Parker (1969) to describe the random walk of solar magnetic fields. Since confinement is dictated by the heat flux along ∇ψ, we will focus
entirely on this direction. The usefulness of a Brownian random process is that
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Figure 3.9: Ghost surfaces (red lines) closely match the isotherms (black lines)
through regions with stochastic fields, islands, and remnant surfaces at high
anisotropy (χk /χ⊥ = 1010 is shown). The gray points show the Poincare surface
of the magnetic field which was analytically prescribed in this example. This figure is reproduced from Hudson (2009).
changes in the position, ∆rψ , are described by an independent and identically distributed Gaussian random variable. Furthermore, the process has zero mean and
linearly increasing variance h(∆rψ )2 i = 2Dfl ∆`. This defines the fieldline diffusion
coefficient as
h(∆rψ )2 i
.
(3.10)
Dfl =
2∆`
The average used in this definition specifically refers to an ensemble of the random variable, which could be performed by sampling at different positions along
a chosen fieldline. Because stochastic fieldlines are volume filling and interwoven,
it is not clear how sampling from a single fieldline could produce a metric for the
effective transport that is local in rψ . We would like to have a description which
is comparable to the fluid metric. This is one reason it is common to replace the
ensemble average with a flux surface average. These are not necessarily equivalent, since the surface may intersect multiple separate fieldlines, but it provides a
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more representative local sample. An added complication is that stochastic fieldline regions may be bounded by unbroken flux surfaces and pierced by remnant
magnetic islands and other non-stochastic features. To ensure the calculation captures the random behavior of a fieldline, a sufficiently large ∆` is important.
While Brownian processes are most commonly used to describe systems with
discrete interactions, there is a natural extension to continuous systems. Magnetic
fieldlines most naturally fit the continuous description. In order for a Brownian
description to apply, however, the length over which strong autocorrelation, Lac ,
is present should be small. A course graining should therefore be applied with
∆`  Lac as described by Krommes et al. (1983). If Lac is sufficiently small in
relation to the system size, then the continuum limit, ∆` → 0, may still be relevant.
Both discrete and continuous descriptions are often presented in the literature. In
the continuum limit, the fieldline diffusion coefficient can be written in the GreenKubo form as
1 d
h(rψ )2 i
Dfl =
2 d`
+
*
drψ
rψ
=
d` `=0
+
*
ˆ
drψ
drψ
=
d`
d` `=0
d`
*
+
ˆ
drψ
drψ
=
d`
.
d` `=0 d`
We have chosen to evaluate the derivative at ` = 0 as a matter of convention. Any
other position could be used with a different definition of `. This can be put in a
more useful form by substituting the fieldline differential equations
d`
dr ψ
=
,
Bψ
|B|
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ˆ

to write

d` hb(0)b(`)i.

Dfl =

(3.11)

This is more commonly written in a form with closer similarity to the fluid model
Dfl = Lac b2 (0) ,

(3.12)

where Lac is the autocorrelation length
ˆ
Lac =

d`

hb(0)b(`)i
.
hb2 (0)i

(3.13)

This factor defines the parallel length scale of the diffusion process. By doing so it
encapsulates all of the non-local information carried by the fieldline.
The simplest means of connecting the magnetic field diffusion coefficient to a
transport estimate, is through dimensional analysis. This shows that an effective
diffusion coefficient may take the form
χeff =

L
Dfl .
t

A meaningful selection of L and t requires a closer look at the physics of the heat
flow. The most obvious case is a collisionless plasma, where heat is rapidly carried
along the magnetic field by free streaming electrons. This suggests setting L/t = vT
so that
χeff = vT Dfl .
(3.14)
For a collisional plasma, the parallel heat transport is limited in much the same
way that χk is. Using this similarity, we can write
χeff =

χk Dfl
.
L

(3.15)

Choosing the proper description for L is less straightforward. Heat is still carried
along fieldlines, but it can also be transferred between fieldlines by collisions. This
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double diffusion problem suggests that the rate at which neighboring fieldlines
diverge should also play a role in χeff . Based on this, Rechester and Rosenbluth
(1978) proposed that the length scale should have the form
L = LKδ

q


= LK log Lθ /LK χk /χ⊥ ,

(3.16)

where Lθ is the poloidal scale length (wavenumber of an applied perturbation)
and LK is the Kolmogorov length. LK describes the exponential rate at which the
distance between two fieldlines diverges
d = d0 e`/LK .

(3.17)

This formula is not trivial to apply in practice, because it requires identifying where
the pair of fieldlines achieves closest approach, d(` = 0) = d0 . Alternative definitions which are more practical to compute are described in section 7.5. The logarithm in LKδ is not necessarily a small factor since χk /χ⊥  1. Nevertheless, it was
omitted in the more thorough analysis of Krommes et al. (1983) and will be in our
examination as well. We would prefer to evaluate the size of LKδ before making
this omission, but a general form for Lθ is not known for a nonlinearly developed
stochastic field. These transport rates are only valid when fieldlines wander randomly, and are expected to break down when fieldlines closely tied to surfaces
with LK < Lc . Comparing equations 3.12 and 3.15 with the fluid model in equation 3.9, we find that they are only expected to agree when Lac = LK (both should
have the same contributions from χ⊥ ).
The relevant length scales for describing heat transport by stochastic fields are
λmfp , Lac , LK , Lc and δ⊥ . The only scale we have yet to describe is the perpendicular correlation length, δ⊥ . There is no general formula for this length. At
best it could be extracted from a 3D perturbation spectrum, but this is challenging in practice. It is more often assumed to be on the order of the electron skin
depth or ion gyroradius. χeff has been shown to take different forms depending
on the relative sizes of the length scales above. This was summarized in FIG. 1
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of Kadomtsev and Pogutse (1979) and table 1 of Krommes et al. (1983). The description in Kadomtsev and Pogutse (1979) makes many assumptions about the
scale sizes in order to reduce the description to 2 independent parameters. It is
unlikely these assumptions are valid for the cases we are investigating, so we instead follow the Krommes et al. (1983) description. There are essentially 4 different
criteria which can be used to characterize the relevant transport regime for a configuration. If λmfp /vth τ > 1 the plasma is collisionless. This should be true for
either a perpendicular decorrelation time, τ⊥ = δ2⊥ /χ⊥ , or a Kolmogorov time
scale, τK = L2K /χk . If the plasma is collisional, then it will be in the fluid regime
p
when Lac > δ⊥ vth λmfp /χ⊥ . For situations where the plasma is collisional and
not in the fluid regime, it will be described by Kodomstev-Poguste model if LK >
p
δ⊥ vth vth /χ⊥ λmfp . We have not introduced this case because it requires a much
larger LK than we would expect for a broad stochastic region. The final possibility
is that the plasma is in the RR regime defined by λmfp < LK < vth λmfp /χk .
The effective heat transport discussed so far has been limited to either collisionless or Braginskii regimes. Ji et al. (2016) introduced a similar type of model
which is applicable at any collisionality since it is derived from the non-local heat
flux (equation 3.8). The computation is simplified for transport along islands and
stochastic fields by assuming that fieldline deviations from flux surfaces (∆rψ ) can
be described by periodic oscillations. More complicated behaviors are captured
by a spectrum of modes which is represented as a Fourier series. The strength
of heat transport from these oscillations is determined by the size of their wavelength, λn = ∆`/n, relative to λmfp . Approximating the surface geometry as slab
or cylindrical (using the stellarator expansion of Greene and Johnson (1961)) then
for sufficiently small (quasi-linear) perturbations, the heat diffusivity from a single
fieldline is
vT X
ĥn λn |bn |2 ,
χeff =
8π n
where ĥn = ĥ(2πλmfp /λn ) and bn is the amplitude of the normal magnetic perturbation. ĥ is a factor which comes from the integral of Khh in equation 3.8 and
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has the form


ĥ(k) = 2.03 −

5.67k1.27
1 + 4.22k1.59


tanh(1.58k).

To remove variability associated with selection of a particular fieldline, we should
average the results over a surface
χeff

vT
=
8π

*

X

+
ĥn λn |bn |2

.

(3.18)

n

The relation between this and the collisional transport metrics can be made more
clear by taking the high collisionality limit ĥn → 4πχk /vT λn to find
D E
χeff = χk b2 ,

(3.19)

where we have replaced the Fourier sum of the amplitudes by an equivalent fieldline average (defined in equation 3.3). This form is similar to the fluid model (χ⊥
should be included here as well), but retains information along the fieldline, somewhat like the RR model does.

3.6

Stochastic Field Analysis in Stellarators

The RR transport rate described in the previous section has only been used to analyze a couple of high beta stellarators to date. The first application was to W7AS
reconstructions produced by the PIES code. Reiman et al. (2007) compared the
magnetic fieldline diffusion coefficients for equilibria which had a similar amount
of stochastic field but achieved different hβi. The improved confinement was a
consequence of external control coils, which we described in section 3.3. Figure
3.10 shows the two equilibria which were examined. The fieldlines in each exhibited 2 different kinds of behavior, as illustrated by the examples in figure 3.11.
Here ρ refers to the normalized radius of the initial VMEC (nested) flux surfaces.
The fieldline shown on the left follows a nested surface, so the variation in ρ is
a consequence of surfaces shifting position during the PIES relaxation. The field-
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Figure 3.10: W7AS equilibria with similar volumes of nested flux surfaces exhibit
different levels of confinement. The use of external control coils allows the case on
the left to achieve hβi ≈ 2.7%, whereas the case on the right only reaches hβi ≈
1.8%. These Poincare surfaces were produced by Reiman et al. (2007).
line on the right is within the stochastic field and exhibits large jumps every time it
crosses the outboard midplane. The crossing points are highlighted by the vertical
lines in the figure. This behavior was attributed to the surface compression from
the Shafranov shift. To account for these jumps, Dfl was computed using equation
3.10 with ∆` = `θ , where `θ is the length of a complete poloidal rotation. The resulting diffusion coefficient was shown to be significantly larger for the equilibria
with lower hβi in agreement with the observed transport. This work stopped short
of computing LK or χeff .
It is worth mentioning that the fieldline behavior shown on the right side of
figure 3.11 does not appear to be consistent with a Brownian random variable.
Instead, it appears to be similar to that of a Levy flight, which is demonstrated in
figure 3.12 b. The biggest difference is that the large jumps in figure 3.11 occur
at regular intervals instead of being entirely random. It may still be possible to
compute the effective transport with a Levy description using methods similar to
those of del Castillo-Negrete (2010), but we are unaware of these ever being applied
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Figure 3.11: Fieldlines from the W7AS equilibria shown in figure 3.10 have 2 different types of behavior. These plots show a representative example of each. The
fieldline on the left follows a nested flux surface and the fieldline on the right is
deep in the stochastic region. ρ is the normalized radius of the initial VMEC flux
surfaces and φ is the toroidal angle. Vertical lines have been added the plot on
the right (same style as the data) to show where the fieldline crosses the outboard
midplane. These are reproduced from Reiman et al. (2007).
directly to a stellarator stochastic field.
Another application of the RR model was by Suzuki et al. (2009). Dfl was computed from a HINT reconstruction of LHD at high beta. For that calculation the rψ
coordinate was defined as the average minor radius of constant pressure surfaces.
These were shown in figure 3.8 to match flux surfaces in the core and smooth over
islands. They have similar shapes in the stochastic edge, but are less smooth. The
size of ∆` which was used was never discussed and the rψ variation of fieldlines
was not shown. This analysis took the additional step of calculating χeff using
equation 3.15 with χk set to the Braginskii value determined by equation 3.7. LK
was computed by tracking the exponential change in the circumference of flux
tubes. The results showed consistency with the experimental profiles. A followup analysis of the stochastic fieldline distribution was presented in the context of
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Figure 3.12: Brownian random processes (a) exhibit highly different behavior from
that of Levy flights (b-d). Graph b shows a symmetric Levy process, whereas
graphs c and d show asymmetric processes which are skewed in opposite directions. The right most graph shows the log of the probability distribution for these
4 processes. This graphic is from del Castillo-Negrete et al. (2008).
radial electric field formation by Suzuki et al. (2016). That work focused on vacuum
magnetic fields and used quadratic flux minimizing surfaces to define rψ . These
are similar to the ghost surfaces shown in figure 3.9. The results demonstrated
that stochastic fieldlines can have different skewness in addition to variance. This
could impact heat transport in ways that are not captured by the RR model.
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4

nimrod modeling

The Non-Ideal MHD With Rotation Open Discussion (NIMROD) code is a powerful
tool for studying macroscopic plasma behavior. Its strength comes from an implicit nonlinear solve with spectral representations. The code was designed more
than 20 years ago with a focus on macroscopic dynamics in axisymmetric magnetic confinement configurations. It has since been applied to a wide variety of
systems, from laboratory experiments to astrophysical plasma. The first investigations of stellarator behavior began in 2008 and interest in these problems has
grown ever since. These applications have provided unique insights and spurred
major development efforts.
We begin this chapter with a broad overview of the code functionality and its
limitations. Much of this is intended as context, and the specific choices used in
our work are presented in chapter 6. In the first section we provide an overview
of the different modeling options which are available. The next section describes
the numerical methods employed within the code. In section three, we outline the
strengths of these methods for stellarator modeling, before turning to the limitations. The fourth section, provides a brief review of past studies where stellarators were simulated with NIMROD. This work laid the foundation for much of what
will be presented in the following chapters. We conclude with an overview of the
planned developments for a stellarator focused code extension.

4.1

Available Physics

The backbone of the NIMROD code was built to solve the extended MHD equations
and thereby describe the nonlinear evolution of plasma through direct numerical
simulation. The scope of the model has since been expanded to include a large
range of other physics. Two fluid, drift kinetic, hybrid-PIC, and many intermediate
closures have been introduced. Many terms in these models can be deactivated or
artificially weighted to examine particular effects. At the most basic level, NIMROD
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can be used to advance just a single fundamental quantity, with the others held
fixed.
The fundamental variables are B, vj , nj , and Tj where j represents the particle species. Each of these quantities has an associated diffusivity η, ν, Dn , and
χ⊥,i which can prevent numerical error accumulation and smooth over small spatial features. Of these, Dn is the only one which is not physically motivated, but
all of them can be artificially inflated to ease numerical constraints if necessary.
This can allow simulations to capture dominant physical mechanisms at relatively
low resolution, while high resolution computations have demonstrated accurate
behavior with experimentally relevant parameters. A recent example of the high
fidelity modeling is described by Pankin et al. (2020). Hyper diffusion has also
been introduced with the parameters ηh and Dh , which may be more representative of unresolved or neglected physics in an MHD model. For example, plasma
interactions with neutral species are generally not modeled, so an artificial particle
diffusivity is traditionally used in its place. The inclusion of neutral interactions is
part of ongoing code development.
Instead of directly enforcing Gauss’s law for magnetism as part of the MHD system of equations, or implicitly doing so with an electric potential, the requirement
is implemented as a diffusive correction in Faraday’s law. This avoids untenable
problem stiffness and higher order derivatives. It will also produce a divergence
free magnetic field to the accuracy of spatial resolution, with the appropriate diffusivity κdivB as described by Sovinec et al. (2004).
NIMROD simulations can be run with any choice of initial conditions and sources
to examine how plasma behaves. It is most efficient, however, when the plasma
state is initially self-consistent. This allows for a focus on perturbative behavior
with computational recourses dedicated to the physics of interest. An inconsistent
initial condition can also be relaxed to an alternative state as long as the dynamics aren’t excessively violent. This relaxation can be costly and overwhelming for
sensitive numerical methods so it is avoided whenever possible. Equilibrium construction tools are able to produce self-consistent plasma states satisfying force balance with far better efficiency than nonlinear time dependent evolution. So these
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solutions are often used as the initial condition in NIMROD. An axisymmetric GradShafranov solver is implemented in the code to facilitate equilibrium construction.
The axisymmetric equilibrium profiles can also be held as a fixed background
instead of the initial condition. This prevents the system from decaying away due
to resistivity, or the other diffusivities previously mentioned, by implicitly sourcing from the background. This implicit plasma production eliminates the need to
model consistent sources explicitly, and is particularly useful when equilibrium are
constructed from experimental fits. It also allows for small amplitude growth and
oscillations to be efficiently studied by neglecting nonlinearities. The linearized
versions of most physical models are available in NIMROD. This is particularly useful when it allows for a reduction in the numerical degrees of freedom required to
represent a perturbation. The decoupling of perturbations can also accelerate solutions for the initial growth phase of a large amplitude mode, where nonlinearity
only becomes important later in time.
Direct equilibrium construction generally requires the existence of nested flux
surfaces or other simplifying assumptions. This is true for Grad-Shafranov and
other force balance solutions. These restrictions may not completely represent systems of interest or could be inconsistent with the chosen physics model. Under
such circumstances it is necessary to model the plasma formation or relaxation
into the target state. A number of explicit sources have been added to the code
to model external drives. These are often highly simplified and only intended as
an approximation. Sources in a real plasma sources can have nontrivial variation
in space and time. A realistic example that is part of NIMROD is the coupled wave
deposition implemented by Jenkins and Held (2015).

4.2

Numerical Methods

Large scale plasma evolution, particularly thermal transport balance, happens on
vastly longer time scales (∼ 0.1s) than fluctuations propagate at (τA ∼ 10−6 ). NIMROD
is able to efficiently capture physics across this range with the use of implicit methods. The solve is not fully implicit, however. Instead, a time-split scheme is used
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so that wave propagation terms with the strictest time step limitations are solved
implicitly, while linear terms are still explicit. This is sometimes referred to as
IMEX or semi-implicit. It is highly efficient when perturbations are small relative
to the equilibrium. The model is implemented in a finite element framework using
a variational formulation. This has been verified in a range of tests including those
shown by Sovinec and King (2010). In addition, a spectral stabilization method can
be used to prevent numerical interchange, as described by Sovinec (2016). Carefully devised preconditioning is another important contributor to the speed of the
matrix inversion algorithms.
To provide high resolution, NIMROD uses discrete bases with spectral convergence. The representation of one dimension is different from the rest because it is
always assumed to be periodic. This was motivated by the symmetry of toroidal
systems (in φ), but is enforced for slab, cylindrical, spherical and other spatial options. This direction is described by a Fourier series, while the others are composed
of finite elements. Legendre functions represent the directions within spatial finite
elements and can also be used in velocity space. The optimal velocity representation is an active area research. NIMROD meshes are (possibly unstructured) assemblies of structured and logically rectangular grids, but can be curved with either
bounded or periodic ends. On bounded sides, Dirichlet or Neumann conditions
are often applied, but several physically motivated conditions (such as sheaths described by Bunkers and Sovinec (2020)) have been implemented. For convenience,
in the remainder of this section we will adopt toroidal coordinate conventions by
referring to the finite element directions as the “poloidal plane” and the Fourier
direction as “toroidal.”
The poloidal grid is often shaped to align with equilibrium flux surfaces and/or
the vacuum vessel shape. Flux surface alignment is particularly useful for describing the behavior of resonant interactions. Resolution of boundary layers and
small scale structures around resonant flux surfaces is aided by local mesh refinement. Presently, NIMROD meshes are fixed during a simulation, but different
physical models can be solved in different regions of the poloidal mesh. The only
meaningful implementation of this yet is for a vacuum region which is coupled to
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an MHD region by a thin resistive wall condition. Alternate resistive wall models represented by a Green’s function are also under development. Within the
domain, extended-MHD computations typically use large resistivity to suppress
current density in regions that do not contain plasma. In some cases this is defined by hand, but it can be more realistically implemented with Spitzer scaling
(η ∼ T −3/2 ) and a cold wall boundary condition.
Accurately representing anisotropic heat conduction introduces some of the
strictest spatial resolution requirements. A large difference between χk and χ⊥ is
challenging to represent numerically and also leads to high sensitivity to the magnetic field direction. Even reasonably small errors in the directions of B or ∇T
can result in significant leakage from parallel conduction into the cross field transport. Flux surface aligned meshing is helpful, but less effective for islands and
stochastic fieldlines. The challenges this presents to a finite difference framework
has been examined by Umansky et al. (2005). Specifically designed stencils only
offer limited improvements. The spectral convergence offered by NIMROD’s representation provides superior resolution, as demonstrated in Sovinec et al. (2004).
Accuracy was shown to improve with the finite element polynomial degree, even
for extremely anisotropic conduction, making these computations feasible.

4.3

Stellarator Simulations

While the poloidal mesh can be shaped, it is treated entirely independent of the
toroidal direction. This not only prevents the mesh from being aligned with stellarator flux surfaces, but also highly limits the number of configurations which can
be modeled. This is because conducting coils cannot be modeled within the MHD
domain. As a result, only configurations where an axisymmetric or cylindrical
surface separates plasma from coil locations can be simulated. This prevents simulation of W7X, HSX, and many other designs with modular coils. The restriction
is more amenable to torsatron and heliotron coils, which are wound on a cylindrical or toroidal surface. Designs such as LHD where the plasma extends outside
of the winding surface, however, are also infeasible without artificially limiters.
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Figure 4.1: The CTH stellarator magnetic field is created by a helical coil (red),
10 planar toroidal field coils (cyan), and a pair of vertical field coils (blue). The
helical coil is wound around the axisymmetric vacuum vessel and all other coils are
mounted outside of these. As a result, the stellarator can be simulated with NIMROD
using the computation domain shown in gray. This is not possible for stellarators
with stronger shaping and more tightly fit coils.
The only operating stellarator experiment which can by simulated by NIMROD is
the Auburn Compact Toroidal Hybrid (CTH). Figure 4.1 shows the approximate
position of coils in this experiment. The gray volume indicates the possible simulation domain. Because of this challenge, most of the work introduced in the next
section has focused on the CTH configuration.
The lack of mesh alignment with any stellarator flux surfaces increases the resolution requirements. As described in the previous section, resonant effects and
strong anisotropies can introduce boundary layers along flux surfaces. While the
mesh shape is often thought about in the poloidal plane, the misalignment is potentially worse in the toroidal direction. The twisted shape of a stellarator can
result in strong gradients in φ. This challenges the effectiveness of the global spectral representation. Fourier series only converge algebraically on sharp features
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like this, as explained by Boyd (2001) and other spectral analysis texts. This was
also demonstrated in NIMROD simulations of a stellarator by Roberds et al. (2016).
That work has informed our resolution choices as we will describe in section 6.5.
Another limitation is that equilibrium fields in NIMROD are only implemented
with complete symmetry in the Fourier direction (axisymmetric or equivalent).
This affects both the implicit sourcing and the linearization. The lack of implicit
sources means that any initial 3D state will need to have consistent sources to avoid
being relaxed away. The restriction to nonlinear simulations is another increased
cost for stellarator modeling. Both of these features could be added for 3D fields,
but it would require a significant development effort. Development in these areas
are too recent to have been used in the work presented in this dissertation.

4.4

Previous Stellarator Applications

The first stellarator simulated in NIMROD was a straight stellarator. This allowed for
an analytic magnetic field prescription, which simplified modeling. Schlutt et al.
(2013) investigated the beta limits of the ` = 2, M = 2 configuration shown in figure
4.2. ` describes the cross section shaping, with 2 representing elliptic. The cross
section rotates back to the same orientation M times the in the axial (or toroidal)
direction. The segment of the device between each of rotation is known as a field
period. The magnetic hill (V 00 > 0) shown by the magenta line in the plot on the
left, suggests that the configuration will be highly susceptible to pressure driven
instabilities. This is a common feature of devices that lack toroidal curvature. The
simulations were heated from vacuum with a source that aligned with the prescribed flux surfaces and had a linear radial profile. Anisotropic heat flux with the
form in equation 3.6 and uniform, constant coefficients was applied. Since there
was no toroidal mode coupling or Shafranov shift, magnetic perturbations were
seeded by hand to spoil the helical symmetry.
The maximum beta achieved in the simulations was often followed by a rapid
plasma collapse. This can be seen in figure 4.3. For cases that experienced a collapse, the peak beta was always associated with destruction of core flux surfaces.
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Figure 4.2: Straight stellarators can have exact helical symmetry which allows the
magnetic fields to be constructed with a direct analytic formulation. The Poincare
plot of the configuration used by Schlutt et al. (2013) is shown on the left. The shape
of the cross section is the same at every toroidal angle, aside from rotation. The
corresponding rational transform (black) and magnetic well (magenta) are shown
on the right.
This occurred with a helically symmetric initial condition, but formed earlier in
cases with spoiled symmetry. The behavior is reminiscent of the instabilities described in chapter 2. In fact, the changes in the pressure profile show signs of
flattening that start in the periphery and propagate in to the core, as shown in figure 4.4. This is very similar to the core collapse described in section 2.3. Figure 4.3
also shows the the instability was triggered at different hβi depending on the rate
at which heat was applied. This could indicate that the ∇p threshold was overshot
on a much faster timescale than the plasma current response, suggesting the beta
limit is substantially lower than the peak values achieved.
The marginal stability point is likely around β = 0.015 where the instability
drives oscillations in the confinement. Here a cycle develops as a non-resonant
mode appears near the magnetic axis and reduces the pressure until the drive can
no longer support it. The island then heals and the pressure gradient recovers.
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Figure 4.3: Straight stellarator simulations show 3 different types of evolutions.
In cases with 2 MW/m3 (green) or less, equilibria are produced where the input
heating is balanced by the anisotropic thermal conduction. At 4 MW/m3 (blue)
the behavior is quasi-stationary with some form of instability contributing to the
transport. For faster heating rates (red and black), plasma collapse is observed
when core flux surfaces are destroyed. This collapse happens earlier in cases where
non-symmetric perturbations are applied, as shown by the dashed lines. Here β =
2µ0 psim /Bφ,0 V where psim is the total internal pressure throughout the simulation
domain, Bφ,0 is the toroidal vacuum magnetic field at the axis, and V is the volume
within the vacuum LCFS. This figure was reproduced from Schlutt et al. (2013).
This partial collapse still appears to be initiated at mid radius where the gradient is
initially strongest, before propagating inward and driving the non-resonant island.
The lack of magnetic well in straight stellarators leaves the magnetic shear as the
primary stabilizing factor. Pfirsh-Schluter currents raise the rotational transform
on axis, reducing the shear, as pressure increases. This likely contributes to the
virulent nature of pressure driven instabilities in this configuration. While most
toroidal systems have some magnetic well in the core, this investigation serves as a
stark warning about what can happen if a magnetic hill exists even when low order
rational surfaces are avoided. Below β = 0.015 the instability saturates with rela-
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Figure 4.4: The time evolution of simulations with a large heating rate show the
collapse of the pressure profile. After reaching the largest beta at 1.75s, the pressure starts to flatten near the edge. This increases ∇p near the core, leading to
destabilization further inward, until the entire profile collapses. This was a helically symmetric case with 8MW/m3 which comes from Schlutt et al. (2013).
tively benign effects. The impact of the saturated mode appeared to be negligible,
but were not directly investigated in that work.
The study also looked at the changes that χk had on the peak beta for a given
heating rate. Larger χk resulted in a lower beta as shown in figure 4.5. This effect
is believed to result from the increased transport along stochastic fields. If the
pressure flattening observed in figure 4.4 was caused by stochastic field formation,
a larger χk could accelerate the core collapse process, giving the heating source
less time to build up. This would suggest the collapse happens earlier in time,
as well as at lower beta, with increased χk . The stable cases where the beta was
determined by equilibrium heat transport rather than the instability are not clearly
distinguished in this dataset. Comparing with figure 4.3, we may presume the
instability plays a smaller role in the cases where including the asymmetry has
minimal impact. Further investigation would be required to separate the effects of
the saturated instability from the equilibrium transport.
All of the subsequent studies have focused on current driven instabilities in
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Figure 4.5: The simulations by Schlutt et al. (2013) demonstrate that the highest
beta achieved in a straight stellarator depends on the applied heating rate, strength
of helical symmetry, and rate of parallel heat transport. Faster heating (shown by
different colors) leads to a higher maximum beta while faster parallel conduction
reduces it. The addition of symmetry spoiling perturbations (points marked with
‘x’) also result in a lower beta for all but the lowest beta cases. hβimax here corresponds to the highest values obtained during the evolution (see figure 4.3), written
in terms of percentage. It is expected that χ⊥ = 1m2 /s for all cases shown, but that
value was never reported.
CTH. These are some of the most relevant effects for this experiment because it was
designed to study the transition between tokamak and stellarator confinement. It
can be run as a tokamak with negligible contribution from external coils, as a stellarator without any inductive current drive, or somewhere in between. This device
is an ` = 2, M = 5 torsatron which is described in more detail in the next chapter.
The first NIMROD study by Schlutt et al. (2012) examined tearing mode growth at
zero beta. These simulations were evolved from the stellarator vacuum field with
different strengths of applied loop voltage. A similar approach was used in the
work by Hebert (2015), which incorporated experimentally relevant temperature
and density profiles by hand as well. Tearing instabilities were again observed to
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have strong effects, but did not result in the slower plasma current rise observed in
experiments. This discrepancy was attributed to the lack of Hall physics and/or
representative divertor structure in the model, but no follow-up studies have confirmed this. Roberds et al. (2016) studied the effect of helical fields on sawtooth behavior. These simulations demonstrated a reduction in sawtooth frequency with
increased helical field, in good agreement with experimental observations. While
the plasma conditions were matched to the experiment as closely as possible with
a single fluid, the voltage source was still greatly simplified. More recent work by
Howell et al. has implemented the reconstructed 3D equilibrium current profile as
a source for examining external kink disruptions during current ramp down. Sufficient helical field was shown to saturate the kink modes at low amplitude and
prevent a disruption. This also agrees with experimental observations.

4.5

Ongoing Development

The plasma physics which NIMROD can simulate are highly valuable for understanding of high beta stellarators, but the challenges described in section 4.3 prevent
modeling of almost every optimized configuration. This has motivated a new development effort to allow toroidal variation in the finite element (poloidal plane)
mesh. The goal is to allow for 3D mesh shaping and equilibria. This addition requires a nearly complete overhaul of the existing code to include the additional
Jacobian contributions to derivatives.
The latest update on the development was presented by Sovinec et al. (2020).
The new formulation has only been finished and tested for the temperature solve
with a single helicity, cylindrical mesh. Despite the simplicity of these tests, they
demonstrate the potential for a significant improvement in computation efficiency.
The convergence of the peak temperature for anisotropic heat flux with uniform
χk /χ⊥ = 106 is shown in figure 4.6. The mesh implementation can be applied in
toroidal geometry, but specification of the shape and equilibrium is not yet available. The solution of other MHD equations is also ongoing work. One of the largest
remaining challenges will be the development of an effective preconditioner for
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Figure 4.6: The toroidal mesh shaping under development for NIMROD highly accelerates the convergence of the temperature solve in a straight stellarator with large
conduction anisotropy. This can be seen by the changing scale of the y-axis in
these graphs. The graph on the left shows the convergence for a traditional NIMROD
mesh that is entirely independent of axial coordinate. In this case, the accuracy is
dependent upon both finite element and Fourier resolution. In the middle graph,
the finite element mesh is still circular, but has the same helicity as the stellarator. As a result the solutions can be provided by a single Fourier component and
only the finite element resolution affects the accuracy. The graph on the right corresponds to a mesh which is approximately aligned with the flux surface shapes
and provides good accuracy even at low resolution.
these systems. While this development will play a central roll in future stellarator
simulations with NIMROD, it is not yet mature enough examine stellarator beta limits. As a result, only the formulation described in section 4.2 will be used for the
work described in the rest of this document.
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Part II
Setup

66

5

vacuum configuration

The goal of this work is to examine realistic beta limits in stellarators. This cannot
be fully captured in a straight stellarator because of the lack of Shafranov shift,
magnetic well and toroidal mode coupling, as described in section 4.4. The only
other stellarator which has been simulated with NIMROD is the Auburn Compact
Toroidal Hybrid (CTH). This experiment was not designed for high beta. In section
3.3, we described how the equilibrium beta limit is predicted to occur when the
magnetic axis shifts by 1/2 of the minor radius. The size of the shift is inversely
proportional to the rotational transform, as expressed in equation 3.5. Therefore,
to avoid a low equilibrium limit fusion relevant stellarators typically need ῑ > 1/2.
This is well above the standard, current free configuration for CTH.
In this chapter we will describe the methods used to obtain a stellarator configuration capable of reaching high beta that can be simulated by NIMROD. The limitations which prevent us from simulating any optimized stellarator configuration
are described in section 4.3. In light of this, we begin by presenting modifications
to the CTH vacuum fields which increase the rotational transform. The trade offs
which are incurred by these manipulations are described in the first section and
motivate a more substantial magnetic field design effort. We describe this in the
next section. The resulting configuration is used for the simulations in the remainder of this work.

5.1

Improvements to CTH

The CTH experiment was designed to produce a compact stellarator plasma with
the largest volume of nested flux surfaces possible within an axisymmetric vacuum vessel. This allows for studying the transition between a current free stellarator and an inductively driven tokamak. These goals were achieved with the
` = 2, M = 5 torsatron coils shown in figure 4.1. The coils were designed to produce the stellarator configuration shown in figure 5.1 With such a low rotational
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Figure 5.1: The CTH experiment generally operates with the vacuum magnetic
fields shown in these graphs. The Poincare plots on the left and center show the
cross sections a half field period apart. The solid outer circles correspond to the
vacuum vessel location, which intersects the plasma in between the toroidal angles
shown. The experiment has a limiter structure with 5cm radius which reduces
the flux surface extent marginally and is not shown. The plot on the right shows
the rotational transform in black corresponding to the y-axis on the left and the
magnetic well term in magenta described by the axis on the right. The derivatives
in the magnetic well are with respect to the toroidal magnetic flux. This was the
starting condition in the work by Schlutt et al. (2012) and Hebert (2015).
transform, equation 3.5 predicts that the Shafranov shift will approach 1/2 of the
minor radius at only hβi ≈ 0.1%.
NIMROD represents the effect of coils external to the simulation domain by matching the normal component of magnetic field on the boundary. A version of the VMEC
MAKEGRID code was modified to compute the bi-Fourier decomposition of the coil
field on the boundary used in NIMROD. This description is then read into NIMROD and
evaluated at the positions of finite elements on the boundary. This procedure was
used by all of the previous CTH studies mentioned in section 4.4 and is described
(although with minimal detail) by Schlutt et al. (2012).
The bi-Fourier magnetic field decomposition was modified by hand to produce
configurations with a larger rotational transform. Increasing the amplitude of the
components with toroidal mode numbers (n) that are multiples of M, produced
the largest increase in the rotational transform, while preserving most of the con-
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fining fields. The largest change to the magnetic surfaces, was an outward shift
of the entire volume. This effect is very similar to what would have been seen by
increasing the current in the helical coil. Since these manipulations were made directly to the magnetic fields on the simulation boundary, however, they may not be
reproducible with the original or any buildable coils. The outward shift reduced
the flux surface volume once surfaces intersected the outboard side of the domain.
This was avoided by simultaneously increasing the vertical field described by the
n = 0, m = 1 components.
Through trial and error a series of configurations were obtained with larger
rotational transforms. A few interesting examples are shown in figure 5.2. With a
modest increase in ῑ, it was possible to find a slightly larger volume of nested flux
surfaces. This can be seen in the first two rows. Increasing ῑ above 0.3, however,
was only possible with a noticeable loss in flux surfaces, as shown in the last row.
This case is predicted to observe the highest equilibrium limit at hβi ≈ 2%. We
were unable to find a configuration with ῑ > 1/2 without nearly complete loss of
the confinement volume.

5.2

New Configuration Design

The trade off between ῑ and confinement volume, at a fixed aspect ratio, is a fundamental feature of stellarator magnetic fields. The only way to have both in a
vacuum configuration is to move to a larger aspect ratio. This can be achieved by
either adopting a coil configuration with stronger plasma shaping, such as modular or heliotron coils, or increasing the number of toroidal field periods. Modular
coils are usually designed by specifying a last closed magnetic surface shape and
performing an inverse optimization to define a set of coils. This is often made
more tractable by specifying a winding surface that is the same shape as the flux
surfaces, but has a larger minor radius. We have attempted to specify an axisymmetric surface to construct coils with the inverse approach, but the method used
(REGCOIL) was unable to provide any solution. It is possible that this could work
for a different flux surface shape, but without further study it does not seem like
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Figure 5.2: These plots demonstrate the range of configurations which have been
obtained by modifying the CTH magnetic field components. The Poincare plots
show significantly different shapes from the original in figure 5.1. The configuration in the top row is the only one which is limited by the domain boundary (outer
black circle, at a toroidal angle which is not shown). The volume of nested flux
surfaces decrease as the rotational transform is increased. The plots on the right
show the rotational transform in black. The magenta line in these plots show that
the stability significantly changes, as described by the magnetic well term.
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a viable option. Instead we have constructed new torsatron configurations with
more field periods.
There are no known direct construction methods for torsatron coils which can
guarantee nested magnetic surfaces, even in vacuum. Instead, optimization procedures are required to obtain a useful coil set. We used the Integrable Field Torsatron (IFT) code to produce new coil sets based on the methods of Cary and Hanson (1986). This is the same code that was used to design CTH. IFT uses gradient
descent algorithms to optimize coils based changes to the magnetic fields which
they produce. These methods are very efficient, but are only able to find local optima. Since the configuration space for stellarator coils is highly non-convex, the
starting condition can have a large impact on the final result.
With the help of the CTH team, we began increasing the aspect ratio and number of field periods of the CTH coil-set and optimizing the new configurations.
Only small changes could be made before the optimization without completely
losing nested surfaces. With a step-wise approach we were able to rapidly design a series of configurations with a large number of parameters that could be
optimized. Like CTH, the configurations were ` = 2 and therefore included 1 or
2 helical coils (for odd or even M respectively). These coils are described by the
helical winding law
X
`
θ+
αi sin(iθ),
(5.1)
φ=
M
i
where φ(θ) is the toroidal angle which encodes the path of the coil filament on an
axisymmetric winding surface with chosen major and minor radius. The αi coefficients describe variation in the pitch of the coil relative to the pure helical term
(`θ/M). The size of different αi contributions are varied by the optimizer. These
configurations also have a pair of vertical field coils with larger major radius than
the winding surface (blue coil in figure 4.1), but no toroidal field coils (cyan). The
amount of current in the vertical field coils, relative to the helical coil(s), has a large
effect on the position of the magnetic axis and is also adjusted during optimization. Changing all of the coil currents consistently has no effect on the magnetic
surface shapes and only impacts the strength of the fields. This can be scaled ap-
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propriately for the size of the chosen configuration, but is entirely irrelevant for the
optimization. Each of these coils is represented by a single filament for simplicity,
but IFT can describe packs of coil filaments as well.
The targets used to optimize a configuration are residues of the fixed points
in the magnetic field. Fixed points exist on every rational surface at the locations
of X and O-points of the magnetic island chains. The Green’s residue of these
points is directly related to the island width. Therefore, minimizing the residues
will shrink the magnetic islands and improve the volume of nested flux surfaces.
The fixed points can be difficult to find once islands are overlapping and the fieldlines have become stochastic. If the island periodicity is known, from the nearby
rotational transform, then fixed points can be found with sufficiently close initial
guesses. Cary and Hanson (1986) demonstrated that by iteratively finding fixed
points and minimizing the residue, large regions of confined fieldlines can be produced. There is also a fixed point at the magnetic axis and the residue here is
related to the rotational transform. IFT can use this fixed point to both adjust the
rotational transform and move the position of the magnetic axis. The helical variation of the axis can also be adjusted.
As with most optimization problems, this procedure is most effective when
the number of variables being adjusted matches the number of targets which are
set. This is not enforced in IFT and the code will try to find optimal parameters
whether the problem is over or under-constrained. The code does allow users to
define weights for different targets, which further encourages a multi-stage approach where the most important parameters are optimized first and changes to
the residuals are made slowly. In general, it is most effective to start with coil
currents and magnetic axis properties first. Then islands can be minimized while
including new αi terms.
There is no doubt a reasonably good configuration for studying high beta could
be devised by starting from the CTH coils, but it would likely require a significant
effort to obtain the best possible case. This study does not require the best high beta
configuration, but we would like to use something that could be meaningful to future stellarators. To minimize the time spent searching for a good configuration,
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we have instead chosen to use a starting configuration that is more like the stellarator which has achieved record beta, LHD. An approximate layout of the coils
for this configuration is described by Ichiguchi et al. (1996). This is not a complete
description of the coils used in the experiment. The winding law for the helical coil
specified in that work has a different form (θ(φ)) than what is used in IFT (shown
in equation 5.1). So the only way an identical coil could be described is with an
infinite series (of αi terms). Our starting configuration only used a non-zero α1
term. Furthermore, the experiment has a carefully designed coil pack which can
be used to adjust the aspect ratio of the configuration. We have continued to use
only a single coil filament in our configuration.
From this starting configuration, we were able to optimize the magnetic fields
of the ` = 2, M = 10 helical coils and 2 pairs for vertical field coils. We did not
use a third pair of shaping coils because they were not helpful in the optimization.
The coils we used shown in figure 5.3. The optimization was performed to produce the largest possible volume of nested flux surfaces, with a magnetic axis that
has minimal helical shape and the highest achievable rotational transform. This
specifically involved minimizing the m = 8 and in some case the m = 7 islands in
the edge, along with targeting the magnetic axis properties. The variables which
were most effective were the relative currents in the outer and inner pair of vertical
field coils, Ivo /Ih and Ivi /Ih , and the pitch coefficients α2 and α3 . The coil radii,
heights, and α1 were all fixed at representative values. The final results were sensitive to the path taken during optimization, which suggests the optima found are
not global.
An important optimization target was the radial location of the magnetic axis.
A larger volume of nested surfaces was obtained when the magnetic axis was
shifted inward, but in these configurations many of the flux surfaces extend outside of the winding surface. This would result in a significant reduction in the
volume because of the axisymmetric restriction of NIMROD’s computation domain,
described in section 4.3. The only way this could be avoided was to move the magnetic axis out to at least the center of the winding surface. Figure 5.4 shows how
the configuration varied when the optimization was performed for different mag-
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Figure 5.3: The coils used to produce our ` = 2, M = 10 torsatron include a pair of
helical filaments (red and green) and 2 pairs of vertical field loops (blue). The gray
region shows the NIMROD simulation domain used in this work. This volume has a
minor radius which is 4.5cm smaller than the winding surface of the helical coils.
netic axis locations. One effect is the change in the rotational transform, but the
magnetic well/hill was also likely changed. This has not been computed since only
the last case can be entirely described by NIMROD.
To conclude, the configuration shown in the third row of figure 5.4, with Rax =
3.93m, will be the primary focus of this work. The optimized coil parameters
which describe this configuration are shown in table 5.1. In order for simulations to
achieve experimentally relevant beta values, the net toroidal (solenoidal) magnetic
field at the magnetic asix is chosen to be Bφ,0 = 0.4336T by setting the helical coil
current Ih = −422.78kA. The NIMROD domain boundary is chosen to have the same
major radius as the winding surface, but a smaller minor radius of 0.93m. This location does not intersect any of the flux surfaces, but does still affect the modeled
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Figure 5.4: The position of the magnetic axis affects how the ` = 2, M = 10 torsatron can be modeled with NIMROD. The three configurations shown are the optimized vacuum fields with the magnetic axis at Rax ≈ 3.6m, 3.75m, and 3.9m
from top to bottom. The Poincare plots in the left and middle columns show 2
different toroidal angles separated by a half field period. The black circle in these
plots shows the boundary of the NIMROD simulation domain 4.5cm inside the coil
winding surface. This boundary will act as a limiter once the fields are loaded into
NIMROD. The column on the right shows the rotational transform corresponding to
the cross section in the left column. The changing y-axes in these plots demonstrate that the case in the bottom row has the largest transform on axis, but the
case in the middle row has the largest value at the edge and therefore the most
shear.
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Parameter
Value
Parameter
Value

Rh
3.9m
Rvo
5.5m

rh
α1
α2
α3
0.975m -0.02 -0.006867 0.0015597
Zvo
Ivo /Ih
Rvi
Zvi
Ivo /Ih
±1.15m -0.43811 1.85m ±0.8m 3.48354

Table 5.1: The ` = 2, M = 10 configuration examined in this work is produced
by the optimized torsatron coils with these parameters. The subscript h refers to
the helical coils, vo to the outer vertical field coils, and vi to the inner vertical field
coils. Each coil in these pairs is identical aside from a toroidal offset in one of the
helical coils and different Z for the vertical field coils. All coils are represented as
single filaments.
configuration. These issues are described in more detail in the next chapter.

76

6

simulation methods

In chapters 2 and 3 we described multiple physical mechanisms that play an roll in
determining the beta limit in stellarators. This included anisotropic heat conduction, flows, fast ions, and other effects. Nearly every additional feature included in
a numerical model comes at a cost though. NIMROD is capable of modeling most of
these effects, but is already more costly for stellarators. This was described in detail in chapter 4. In light of this, we have chosen to use the simplest physical model
that contains novel effects at high beta. This work is intended to be a starting point
for further investigations, which will be aided by new stellarator focused methods
being developed in the code.
In this chapter we give a detailed account of the model we are using, along
with some of the challenges which justify our choices. We begin by showing the
set of equations, boundary conditions, and domain that will be used. Next we
give a more detailed account of the sources we have chosen. We also describe a
number options that would be beneficial, but are not yet available, and how we
have worked around the limitations. We then turn to the challenges of including
a meaningful density evolution in the simulation. We describe a work around,
along with suggested future modeling improvements. In the following section we
present the resolution used and demonstrate that our simulations are numerically
converged. Lastly, we describe how numerical parameters can be carefully chosen to produce meaningful results in low resolution simulations while conserving
computational resources.

6.1

Model

The simulations discussed in part III of this work have been produced with the
following single fluid, extended MHD equations which are solved across the full
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simulation domain:
ρ0

n0
γ−1

∂v
∂t

+ ρ0 (v · ∇)v = J × B − ∇p + ρ0 ∇ · ν0 W,

∂T

2
W = ∇v + (∇v)T − ∇ · vI,
3
!
+ v · ∇T

= −p∇ · v − ∇ · q + Q,

∂t
∂B
∂t

(6.1)
= −∇ × E + κdivB ∇∇ · B,

E = −v × B + ηJ,
√
2me e2 log Λ
η=
,
1220 (πTe )3/2
µ0 J = ∇ × B.
v, B, and T = Te +Ti = 2Te are the primary variables being evolved and completely
specify the state of the system. n0 and ρ0 are the plasma number and mass density
which are uniform and fixed. The reason for this simplification is described in
section 6.4. The value n0 = 2.5 × 1019 is chosen to accurately represent high beta
experiments.
The heat flux, q, has the anisotropic form shown in equation 3.6 with uniform
χk and χ⊥ coefficients. These are defined relative to the evolving 3D magnetic
fields so that the heat flux can change along with the magnetic topology. Fixing
the coefficients allows us to focus on and vary the conduction within the regions
of stochastic magnetic fields, without worrying about the feedback mechanisms
within a temperature dependent conduction closure. The values of the coefficient
will be presented for each case that is introduced. The viscosity is also uniform
and varied for reasons discussed in chapter 8. The details surrounding how the
magnetic field divergence constraint, κdivB , is set are discussed in section 6.3. Resistivity is determined by the Spitzer formula to provide a realistic magnetic field
description. This is not only justified by its kinetic derivation, but is important for
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modeling the transition from the hot plasma core to the cold edge. The highly resistive cold plasma near the wall prevents currents from forming there, as would
be expected of a vacuum region. We have set log Λ = 16 for simplicity when using
this formula. The heating source and initial condition used are described in the
following section. The remaining parameters we control are the boundary conditions along the surface of the domain. This is treated as a cold, T = 0.01eV, no-slip,
vk = v⊥ = 0, wall. Additionally, the normal component of the magnetic field is
fixed along this boundary, while tangential components are allowed to evolve selfconsistently. The normal component is set to match the vacuum fields from the
external coils. This is described further in section 6.3.
In section 4.3 we described the inherent challenges to performing stellarator
simulations with NIMROD. In particular, the inability to align the mesh with flux
surfaces and the lack of linearized advance, introduce large computational costs.
One of our goals is to study equilibrium behavior, which requires running simulations until steady state thermal transport balance is established. This requires
on the order of 105 Alfven times. Examining the parametric behavior also requires
establishing a new steady state for each change. This would be unfeasible without
some simplification. The best option is to simulate only a single field period of a
stellarator by restricting the toroidal angle to be periodic in 2π/M. This domain
is shown in figure 6.1. It is sometimes called a one pitch torus because it covers the extent of a single pitch of the helical coil. Some equilibrium constructions
further restrict attention to a half field period, which is the minimal requirement
when stellarator symmetry is assumed. We could also use the half field period,
but doing so would require a special Fourier transform implementation that may
not be significantly more efficient than the Fast Fourier Transforms over a whole
field period. The coil configuration we use will adhere to stellarator symmetry
and effectively implement the requirement in simulations. As a result, all of the
simulations presented in this work use a single field period domain.
Since NIMROD represents the toroidal dimension as a Fourier series, restricting
the domain to a single field period is done by leaving out modes, n, which are not
periodic in this length. This means that only n which are multiples of M (including
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Figure 6.1: A single field period, or one pitch, of our ` = 2, M = 10 torsatron is
illustrated in these top-down views. The image on the left shows the last closed
vacuum magnetic flux surface colored by |B|. The black lines show the single field
period simulation domain. This same domain is shown as the gray region in the
image on the right. The lines here show the coils which produce this magnetic
field and were also shown in figure 5.3.
n = 0) are retained. With this, scalar variables are expanded as
X

N/M

X(φ) = X0 +


Xn einφ + X∗n e−inφ ,

n/M=1

where the poloidal dependence is suppressed for clarity. Here M is the stellarator
toroidal periodicity, N is the largest mode number in the simulation, n is the mode
number in a full 2π domain, and X∗n is the complex conjugate of the mode amplitude Xn . This reduces the cost of simulations by at least a factor of M, which is a
major improvement in our case (M = 10). Doing so comes at the cost of neglecting any low order modes and their harmonics. This is a good approximation for
the macroscopic confinement in stable cases since the anisotropic transport tightly
couples the temperature to the magnetic fields. The magnetic field structure is pri-
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marily determined by external coils, with Pfirsch Schluter currents mostly driving
high frequency modes with low amplitude. The full spectrum of poloidal modes,
m, is still present, (up to the resolution limits) so many high order modes are included in these simulation. These modes can become unstable and grow to large
amplitude, but the full dynamics may not be captured since coupling to low n is
neglected. Low m modes will not be resonant without low n since ῑ < 1.2 in our
configuration. The lowest possible resonance is therefore m = 9 near the edge of
plasma. Low order instabilities are unable resonate in the core for this reason. The
consequences of this were demonstrated by Sato et al. (2017) as discussed in section 2.3. If a single field period simulation achieves stable transport balance, the
stability of low n modes can be tested by using the final state as the initial condition
for a simulation with a full domain.

6.2

Initial Condition and Sources

In section 4.1 we discussed the challenges associated with simulating plasma relaxation with NIMROD. While dedicated stellarator equilibrium codes (such as VMEC,
HINT, PIES, SPEC, SIESTA, and others) are able to produce high beta configurations
much more efficiently and plasma evolution codes (such as MINOS, MEGA, MIPS, M3D,
and others) have evaluated the stability properties of several equilibria, none have
been used to examine the time dependent formation of steady state plasmas. This
is the primary reason we are motivated to examine the beta limits with NIMROD.
The simplest initial condition available for stellarator simulations is a vacuum.
This was used by Schlutt et al. (2012) and Schlutt et al. (2013), and essentially by
Hebert (2015), as described in section 4.4. An alternative option is to initialize
the simulations from a VMEC equilibrium as was done by Roberds et al. (2016) and
Howell et al.. While the VMEC equilibrium may be closer to the final high beta
plasma state, a significant relaxation is still required. By requiring nested flux surfaces, VMEC can introduce singular currents, which are incompatible with resistive
MHD. As these surfaces break up, ideal force balance (equation 2.2) will also be
inconsistent with finite anisotropic heat conduction. If the temperature gradient
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flattens in the edge, the core temperature will decrease and a significantly different plasma state may result. It therefore isn’t obvious that a VMEC initial condition
would reduce the cost of producing high beta equilibrium with an extended MHD
model.
One potential benefit to using VMEC is that it could provide the sources implicitly which drive the pressure profile to match experimental observations. This
would remove the need to directly model the heat source. In the present version
of NIMROD, an initial plasma state can only be represented by implicit sources if
it is axisymmetric, as described in chapter 4. This option has been implemented
for the implicit current sources in a 3D equilibrium, but the heat sources could
be added as well. These implicit sources would still be defined in the laboratory
coordinate space, however, and would not match the flux surfaces if they deviate
from VMEC’s. Furthermore, the implicit sources will push the solution towards a
steady state with ideal force balance, which may be inconsistent with anisotropic
thermal conduction. This can be seen by separating variables into equilibrium and
perturbed components Q(x, t) = Q0 (x)+ Q̃(x, t) for the equations 6.1. This is similar to the procedure we applied in section 2.1 to linearize the ideal MHD equations
2.3. Part of the linearization involves cancellation of equilibrium terms. in the momentum equation, for example, the terms J0 × B0 − ∇p0 cancel as a result of the
equilibrium force balance. Removing these terms from the system is equivalent
to the addition of implicit sources which ensure that they will always be satisfied.
These sources are frozen in space and will persist even if perturbations cause large
changes in the behavior, such as when equilibrium flux surfaces become stochastic. It therefore becomes challenging to decouple the sourcing from the transport
in a self-consistent solution and focus on the aspects we are most interested in.
Our simulations solve thermal transport self-consistently with the evolution of
plasma equilibrium, so we are able to start purely from the vacuum magnetic field.
In order to produce a finite beta configuration, a heating source, Q = Qe + Qi =
2Qe , is then to be applied to the simulation continuously. This method was used
in Schlutt et al. (2013) with a heating source that was prescribed to be constant on
the vacuum flux surfaces. This source definition was feasible since the cylindri-
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cal stellarator did not experience any Shafranov shift. In a toroidal configuration,
however, the only way to define a heating source directly in the coordinate space
which will always be constant on flux surfaces is for it to be uniform across nearly
(if not all) of the domain. A heat source uniform across the entire domain is used
for all of the results presented in part III.
Since there is no variation in the source, the shape of the temperature profile
is determined entirely by the transport processes in the plasma. The anisotropic
conduction connects this transport directly to the fieldline topology, which is the
effect we are most interested in. The source deposits a significant amount of heat
on open fieldlines, which is rapidly lost to the wall. Heat can build up in these
regions if χk is not sufficiently large (& 1000m2 /s), so we will not examine these
cases. Ensuring that the heat source is constant on flux surfaces also simplifies
many of the calculations described in the next chapter. Localized heating sources
have been tested and result in narrower temperature profiles.
The heating source is rapidly ramped up from zero to a constant value to avoid
shocking the system. The temporal evolution follows



 
t − 80τA0
8
QM
tanh
− tanh −
Q=
2
30τA0
3
where QM is the maximum rate of applied heating and τA0 is the toroidal Alfven
time defined by the net toroidal field in vacuum. For the ` = 2, M = 10 torsatron
used in this work τA0 ≈ 1.87 × 10−5 s. This heat ramp is much quicker than the
transport effects we are interested in, so it otherwise can be ignored. For this reason
we will simply refer to QM as Q in the remainder of this work .

6.3

Vacuum Initialization

Stellarator magnetic fields can be specified in NIMROD by the normal component
on the domain boundary and the net toroidal flux. The normal magnetic field
along the boundary is often set as a Dirichlet boundary condition to represent an
ideal conducting wall (Bn = 0) in simulations. By setting this component of the
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field to non-zero values, the effects of external coils are imposed without directly
representing them. To completely specify the coil fields, the net toroidal flux must
also be set consistently. This flux comes from the coil current linking the torus in
the stellarator coils. This field has the familiar 1/R dependence, which is built into
NIMROD’s standard definition of the magnetic equilibrium field. Setting Bn and the
net toroidal flux was part of the initialization for all of the studies described in
section 4.4.
From these boundary conditions, a magnetic field diffusion (or current minimization) problem can be solved to determine the field though the entire domain
∂B
∂t

= ∇ × ∇ × B + ∇∇ · B → 0.

(6.2)

The second term on the right hand side of this equation forces the field to be approximately divergence free with NIMROD’s standard diffusive operator. With infinite resolution both terms on the right side would equal zero in the long time
limit. In reality, there will be some small finite component to each, but with sufficient resolution the resulting fields will be accurately represent a vacuum.
As discussed in section 5.1, the boundary magnetic fields for CTH were computed with a Biot-Savart calculation that was decomposed into a bi-Fourier representation on the NIMROD domain boundary. This involved running an external
code which was modified for this purpose. The poloidal direction was then interpolated to NIMROD’s mesh positions on the boundary. This process has the potential
to introduce errors from the unnecessary poloidal decomposition and interpolation. To avoid this, 2 different Biot-Savart calculations have been integrated into
the NIMROD code base so that the calculations can be preformed directly at mesh
locations. This also provides the option to directly set the field throughout the full
domain, without performing the magnetic diffusion.
Both Biot-Savart calculations solve the integral
ˆ
B = µ0 I

C

d` × r
,
r3
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by summing the integrand at discrete points along the coil. The first method is provided by Stuart Hudson’s OCULUS library (available online) which was integrated
with NIMROD for alternative reasons. This code uses an adaptive quadrature package to select points and perform the integration. It ensures the resulting field is
accurate to a specified tolerance, but doing so requires precise description of the
coil. A flexible analytic heliotron coil parameterization has been setup in NIMROD
for this purpose. The downside to this method is that generalizing to modular
or other coil parameterizations would require further development. The second
method, provided by Jim Hanson’s BSC code (packaged with VMEC as the engine
for MAKEGRID), standardizes the coil description. It requires an input “coil dot” file
containing the specified points used in the Biot-Savart integration. This procedure
is well established, but requires the user to verify that sufficient resolution is provided to ensure accurately computed fields. The results of these two calculations
and the different methods for setting the interior fields are compared in appendix
B. For the rest of this work we have used OCULUS to compute the magnetic field on
the boundary and NIMROD to diffuse them within the interior. This was the most
accurate and efficient method for our configuration.
A circular poloidal mesh is currently the best available option in NIMROD for
modeling stellarators, even though it has essentially no alignment with the magnetic flux surfaces. In section 4.3 we described the reasons a flux surface aligned
mesh is not possible for stellarators in NIMROD. The poloidal grid we have used for
most calculations is shown in figure 6.2. Variations in grid resolution and other
parameters are discussed in section 6.5. In addition to requiring high resolution to
capture flux surfaces, the shape of the mesh creates challenges for accurately representing the external coil fields. Coils that are close to the edge of the simulation
domain create a strong variation in the vacuum magnetic field. Stellarators often
have close fitting coils, but with our heliotron case the circular domain approaches
much closer to the coil than the confined plasma does. Because the circular mesh
has larger grid spacing near the edge, it is poorly suited to capture the strong coil
fields.
Failure to capture the strong magnetic field variation is manifested as magnetic
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Figure 6.2: This circular poloidal mesh is used for the stellarator simulations presented in this work. It has 32 radial and 32 poloidal blocks. Hermite finite elements
provide further resolution within grid blocks and the toroidal direction is represented by a Fourier series.
field divergence and artificial currents with the NIMROD representation in the region that should represent vacuum. These errors are shown in figure 6.3 when
computed directly from the Biot-Savart results at all NIMROD grid points throughout the domain (no magnetic diffusion was performed). At this cross-section the
helical coils are directly above and below the domain, near where the errors are
largest. By contrast, the nested flux surfaces are elongated horizontally with nearly
50cm separation from the coils. While the largest field errors are far into the cold,
vacuum-like region of simulations, they can still have a significant affect on the
long term evolution. In order to produce meaningful plasma simulations it is important that these errors are minimized to the furthest extent possible. The most
direct way would be to shrink the plasma domain further from the coil winding
surface. Unfortunately this is not possible in our case without reducing the volume
of nested flux surfaces, as described in section 5.2. We could design a configuration
with even larger aspect ratio, but such a configuration would be even less reactor
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Figure 6.3: Prescribing the magnetic field on a finite spatial mesh (shown in figure
6.2) introduces errors which manifest as magnetic field divergence and artificial
currents. These are shown for the ` = 2, M = 10 torsatron field used in this work,
computed directly at grid points from a high resolution Biot-Savart calculation.
At the poloidal cross section shown, the helical coils are located 4.5cm above and
below the circle shown. These coils produce a strong variation in the magnetic
field which is not well resolved. The nested flux surfaces that are produced are
horizontally elongated at this angle sit far from coils (and associated errors).
relevant. We have also tried replacing the single filament coils with packs of multiple filaments, which are more representative of realistic finite coils. This spreads
the magnetic field variation over a somewhat larger area, but only has a marginal
effect on the errors unless the coils packs are very wide. Spreading the current
over a wider coil pack can also impact the resulting flux surfaces. As a result, a
new magnetic optimization should be performed if a large coil pack is used. The
improvement did not appear to justify this in our present configuration.
Instead, we have used a multi-step procedure to minimize the errors in the vacuum magnetic field that is loaded into NIMROD. The first step is to smooth some of
the toroidal variation in the coils with a large mode number Fourier filter. Since
NIMROD uses a finite toroidal Fourier representation, sharp features cannot be pre-
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cisely represented and attempts to do so can lead to Gibbs overshoot. To avoid
this, magnetic fields from the coils are decomposed with a high resolution of 512
modes, but only the 6 lowest are used. This is particularly effective when the coil’s
toroidal symmetry is preserved by only performing the decomposition over a single field period and zeroing out any non-symmetric components. The second step
is taken after the magnetic field has been calculated throughout the entire domain.
Two (additional) magnetic diffusion problems are solved. The first allows the magnetic field on the boundary to be relaxed while magnetic field divergence and currents are minimized. This is done by switching to a natural boundary condition
which applies aspects of a Neumann condition to the normal component of the
field. This is immediately followed by a second diffusion problem with Dirichlet
boundary conditions restored, to ensure that the interior fields are consistent with
the updated boundary. The reduction in vacuum magnetic field errors from the
full procedure can be seen in figure 6.4. The plots in the first row are the same as in
figure 6.3, but the color bar has been adjusted to show that the errors are actually
reduced and not simply spread around. The maximum errors are brought down
by a factor of 100 and no longer cause any observable issues in simulations.
The error reduction is not entirely without consequence, however, and does
have a noticeable effect on the magnetic fields near the edge of the domain. This
can be seen by comparing Poincare plots before and after the procedure, as shown
in figure 6.5. There is a clear reduction in plasma volume and small increase in
the aspect ratio. This could allow the domain to be moved further from the coils,
but if the procedure is repeated with a smaller domain, the flux surface volume
decreases even further. Moving the domain inward to match the reduced plasma
size in figure 6.5 alone does not reduce the vacuum field errors by even an order
of magnitude. While the loss of flux surfaces is not desirable, it is an unavoidable
consequence of trying to produce a realistic vacuum in the present NIMROD simulation domain. For the code comparisons described in chapter 10 the changes to
the vacuum confining fields can be matched by altering the coils as described in
appendix B.
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Figure 6.4: Our multi-step process is able to reduce the errors which arise from
coils that are close to the boundary of the computational domain. The plots in
the first row show the errors before the procedure was applied. These are the
same as figure 6.3 but with the color scale reduced by a factor of ∼ 100 to match
the scale of the reduced errors in the second row. This shows that errors were not
simply spread around by our method, and only increase marginally in a few areas.
The pattern of alternating signs along the edge matches the structure of the finite
discretization shown in figure 6.2, as expected.
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Figure 6.5: In reducing the vacuum magnetic field errors initialized in NIMROD, a
loss in flux surface volume is incurred. This Poincare plot shows the field directly
from the Biot-Savart calculation in blue (Z < 0) and after the error minimization
procedure is applied in black (Z > 0).

6.4

Plasma Density Redistribution

In our first simulation attempts, we allowed the plasma density to be advected
with the continuity equation
∂n
∂t

+ ∇ · (nv) = −∇ · (−D∇n + Dh ∇∇2 n),

where D and Dh are artificial diffusivities. A small amount of these is required
in most NIMROD simulations to prevent convection from forming structures smaller
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Figure 6.6: Directly sourcing heat into a plasma drives unrealistic particle redistribution that pushes density (right plot, Z < 0) out of regions with high temperature
(left plot, Z < 0). This is demonstrated for a low beta case with uniform heating
source, initially uniform density, large viscosity, and small but finite D and Dh .
This snapshot is shown much later than the resistive and heat equilibration times,
but because of the large viscosity it is continuing to evolve slowly. The Poincare
plot (Z > 0 for both) is largely unaffected by density and temperature distributions,
but reverse Shafranov shifts slowly while beta decreases as they separate.
than the mesh scale. As the heating source turns on, temperature builds up quickly
near the magnetic axis, where it is most effectively confined. While the temperature is tightly connected to magnetic surfaces by the anisotropic heat flux, the
plasma density can be pushed in any direction that flows can develop. This results in density being pushed out to larger radius, as can be seen in figure 6.6.
Problematic behavior such as this is seen in every simulation attempted. It is a
much slower process when large viscosity keeps flows small, but the deformation
is still significant on the transport timescales. Whether the initial density and/or
temperature is flat or peaked, and regardless of where and how slow the heat is
applied, this unrealistic redistribution still occurs.
This problem happens because the simple heat source used in our model does
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not accurately describe a plasma. In an experiment, energy would be applied to
a neutral gas until it could break down and form a plasma. Once a hot plasma
is established, it would continue to interact with neutral populations in the edge
through charge exchange. We are not including these effects or any other density
sources in our model. Neutral interactions are being implemented in NIMROD, but
these developments are still in progress. Simpler density sources and sinks could
be used, but would need to be stronger than the diffusive or implicit sources which
were insufficient to prevent the redistribution. These would also need to be in
balance to sustain a constant profile. Since this has never been attempted in NIMROD
and is not the intended focus of our work, we have opted instead to prevent any
density evolution at all. This option is not directly available in the code, but can be
accomplished by setting extremely large D and/or Dh . This has no visible effect
on the steady state heat transport. Therefore, we use D = 1013 m2 /s and Dh =
1013 m4 /s in all cases presented in part III, which keeps the density entirely fixed
at n = n0 throughout the simulations.

6.5

Resolution and Convergence

Since we are simulating new stellarator physics in NIMROD it is important to verify
that the results are converged in all numerical parameters. We will start with a case
that uses similar resolution to the configuration in Roberds et al. (2016) that has the
largest 3D field. This case has been the most thoroughly convergence tested out
of any of the previous stellarator studies in NIMROD. It used a 30x30 poloidal mesh
with biquartic finite elements and N = 85 Fourier modes (+1 for n = 0). For
reference, we will use a similar resolution of 32x32 bicubic elements. There are
significant differences in our case, the most obvious of which is the larger number
of field periods. It is reasonable to expect that the toroidal resolution required
per field period should be nearly universal. Therefore, translating from M = 5
to M = 10 we should use 2x modes at N = 170 total. For a single field this is
about Nfp = N/M = 17 modes. There is nothing stopping us from using this
many modes, but it is not the ideal choice for numerical reasons. There are two
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competing criteria that would suggest using different numbers. The first is that the
highest level of parallelism in NIMROD occurs over the different Fourier components.
Since parallel computers generally have resources partitioned in multiples of 2,
the best way to ensure full resource utilization is to use a number of modes that
is also a multiple of 2. This would suggest using Nfp = 15 or 31 in our case (for
16 or 32 total modes). The second criteria is to choose a number of modes which
are fastest to perform a Fast Fourier Transform (FFT) over. FFTs are used in the
algorithm every time an operator or effect needs to be applied in real space. This
calculation is most efficient when the number of modes with aliasing has small
prime factors. Second order nonlinearities can be dealiased with a factor of 3 so this
is used most often in NIMROD simulations (including by Roberds et al. (2016)). Using
this we have Nfp = NFFT /3 (rounded down). For Nfp = 17 this gives NFFT = 51,
which has the large prime factor of 17. The best choice would be NFFT = 32 or 64
which results in Nfp = 10 or 21. 10 is clearly too small, so we have chosen to use
Nfp = 21 (N = 210). We can justify using the second criteria (FFT) rather than the
first (parallelism) because the utilization fraction can still be high if the number
processors is carefully chosen.
We can evaluate whether our results are converged by comparing the total thermal energy in the simulation as it approaches steady state. This is directly related
to the plasma beta, but is easier to compute since the plasma volume does not need
to be known. We explain our method for computing beta in section 7.2 and discuss
its relation to the thermal energy. To account for any changes in the amount of time
it takes to reach steady state and avoid running all calculations for much longer, we
show the full evolution of all resolution tests from vacuum in figure 6.7. Every case
shown here agrees to within 1% at the latest time shown, aside from the increase
in poloidal resolution (shown in black). This change suggests that a 32x32 bicubic
description is incapable of capturing all of the dynamics in our simulations.
The instability observed at higher poloidal resolution is an interchange mode,
which is described in chapter 8. The primary way poloidal resolution affects stability is through anisotropic thermal conduction. As explained in section 4.2, high
resolution is required to describe the directions of B and ∇T with enough accu-
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Figure 6.7: Convergence in all numeric parameters, except for the poloidal plane
resolution, have minimal impact on the thermal energy in the steady state. All
of these cases model a single field period of our ` = 2, M = 10 torsatron with
anisotropic conduction of χk /χ⊥ = 105 . The reference case here has a 32x32 bicubic finite element mesh with N = 210 (Nfp = 21) Fourier modes and a dealias
coefficient of 3. It uses the standard NIMROD semi-implicit operator based on the
axisymmetric flow and limits the timesteps to be less than τA0 /10, where τA0 is
the toroidal Alfven time based on the net toroidal vacuum magnetic field. The
dynamics seen at higher poloidal resolution (black curve) is discussed in chapter
8. Since none of the other numerical parameters have a significant effect on the
macroscopic confinement, they are left at the reference values for the remainder
of this work. A detailed description of the semi-implicit operator based on the 3D
fields (3D-SIop) can be found in Roberds (2016).
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racy that large χk remains strictly along fieldlines (and thereby flux surfaces) rather
than contributing a non-negligible increase in the perpendicular direction. This effectively leads to a boundary layer problem for the temperature across each flux
surface. The sharpness of the boundary should be determined solely by χ⊥ , but
insufficient resolution of qk b will also soften it. Since χ⊥ is not vanishingly small,
our simulations have a smooth temperature gradient, but the stiffness persists.
In chapter 8 we will demonstrated that increases in χ⊥ can stabilize interchange.
Strangely, the stabilization only occurs when poloidal resolution is decreased. Interchange is still observed with significantly lower toroidal resolution.
In light of the stabilizing effects at low resolution, further investigation into the
convergence of simulations with interchange is required. Ideally, we would repeat
all of the parameter checks shown previously with higher poloidal resolution and
look for changes in the behavior. Unfortunately this becomes prohibitively expensive. We have performed a targeted scan of this nature to determine the required
poloidal resolution, as shown in figure 6.8. The 32x32 biquintic simulation appears
to be the lowest resolution case which appropriately captures the dynamics. Further evidence of this can be seen by comparing the effects of the spectral stabilization method (S.S.M.) for numerical interchange described by Sovinec (2016). This
method projects ∇ · v and parallel vorticity contributions at the limit of the finite
element resolution onto a separate basis. It was designed to have minimal impact
on physical interchange, as shown for the biquintic cases in figure 6.9. When simulations are under-resolved, however, most of the residual dynamics piles up at the
finite element limit and therefore gets removed when applying spectral stabilization. The combination of these results give us confidence that we are accurately
capturing the physical interchange mode in the 32x32 biquintic simulations.
It is worth taking note of how expensive the well resolved interchange simulations are. With a 32x32 biquintic mesh the single field period simulations require
on the order of 100,000 hours to reach a quasi-steady state. This is approximately
the same cost required to reach thermal transport balance in a stable case at the
same resolution. As a result, it is only feasible to produce a few of these runs on an
annual compute budget. Significant performance improvements should be made
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Figure 6.8: Increased poloidal resolution results in a earlier onset and stronger
dynamics, but the behavior is qualitatively similar in the highest resolution cases.
The yellow and black curves show the same data which was plotted in figure 6.7.
before these are explored more thoroughly. The more expansive parametric investigation we have performed in chapter 9 was only possible at reduced poloidal resolution. Running simulations with a 32x32 bicubic mesh is still not inexpensive.
Reaching steady state thermal transport can require as much as 10,000 compute
hours.

6.6

Low Resolution Simulations

Taking advantage of the lower cost of simulations with reduced poloidal resolution comes with some additional challenges. One of the most notable is the sensitivity to magnetic field errors. We showed in section 6.3 that an accurate initial
magnetic field can be set with negligible divergence. This is preserved during the
plasma evolution by the κdivB term in the modified Faraday’s Law of equations
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Figure 6.9: The spectral stabilization method (S.S.M.) for numerical interchange
has minimal impact on well resolved simulations. On the other hand, it can significantly influence the dynamics of low resolution cases. Spectral stabilization was
included in the black and yellow curves, which show the same data plotted with
these colors in figure 6.7. Some instability is visible in very case except for yellow,
but it is much weaker in the red curve.
6.1. While this term enforces the divergence free constraint, the diffusive operator
is not physically motivated. As a rule of thumb, unphysical consequences can be
avoided when this diffusion enters on scales smaller than the spatial resolution.
To start with this can be achieved by setting κdivB < ∆x2 /∆t, where ∆x is the mesh
spacing and ∆t is the temporal step size. This may not be sufficient and many simulations benefit from larger κdivB without showing unphysical consequences. One
reason is that the poloidal dimension in our mesh does not have uniform spacing
like the radial dimension does. Second, NIMROD uses an adaptive time stepping
algorithm so ∆t may have large variation. The value of κdivB should be adjusted
accordingly when this occurs. Lastly, the stiffness of the nonlinear advance can
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vary based on the problem. The solver may fail to find divergence free solutions in
some cases. When this happens, increasing κdivB may not reduce the divergence
error significantly or may do so by sacrificing the overall accuracy of the field. In
these cases something else needs to be changed to improve the solution. In many
cases higher resolution will reduce the stiffness and result in less sensitivity to
κdivB . When problems with the magnetic field solutions appear, they are most
apparent near fixed points such as the magnetic axis.
Ensuring that κdivB produces a divergence free field, but does not effect the results in any other way is much more difficult at low resolution. This suggests that it
is important to include this variable in convergence tests. We show this separately
from the tests in figure 6.7 because the additional nuance that is present. Changes
in the thermal energy are compared in figure 6.10. The most obvious change is
observed for 100 × κdivB , where the behavior is markedly different. The simulation exhibits some similarity to a weak ballooning mode, which demonstrates that
this numerical factor can push the plasma into different regimes. This behavior
is not sufficiently resolved and likely erroneous in this case. Significant changes
can be observed for 10 × κdivB in figure 6.10. The energy difference in this case is
larger than any of the convergence checks shown in figure 6.7. This suggests that
care should be taken whenever κdivB is increased significantly and particularly if
results are compared to cases with lower κdivB . Unfortunately decreasing κdivB
affects the magnetic field quality in the low resolution simulations as well. Figure
6.11 shows the Poincare plot of the fieldline closest to the axis for the cases with
reduced κdivB at the latest time in figure 6.10. Here hβi ≈ 1.25% and nested surfaces exist throughout most of the volume, so the diverging fieldlines clearly show
errors from low κdivB . This is most obvious with κdivB /100, but is still present in
the case with κdivB /10. Therefore, we have tried to avoid decreasing κdivB even by
a factor of 10 and closely examined results for any signs of this behavior.
The sensitivity to κdivB at low resolution would not be such a significant challenge if the required value was the same for every case with the same initial condition. Unfortunately the requirement changes based on the heat sources and transport involved. Cases with larger Q or χk need κdivB to be reduced by about a fac-
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Figure 6.10: Increasing the magnetic divergence diffusivity, κdivB , can change the
plasma behavior and significantly affect the confinement.
tor of 10. This is shown in figure 6.12. This demonstrates that problems with the
magnetic field quality can develop when having too much κdivB , as well as too little. Avoiding these issues is further challenged by the fact that they often develop
slowly in simulations. When κdivB is varied by a factor of 10, the magnetic field
errors can grow slowly enough that they only become visible on the heat equilibration time-scale; which is expensive to achieve. Most of this sensitivity is eliminated
at higher resolution. In those cases κdivB can normally be varied by a larger factor
before significant problems are observed. For all of the results presented in part
III we have been careful to ensure κdivB is set so that no unphysical artifacts are
introduced.
The accuracy requirements of anisotropic heat conduction also motivates a more
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Figure 6.11: When κdivB is decreased, the simulations exhibit similar macroscopic
behavior, but the magnetic fields can become unphysical near fixed points. These
Poincare plots compare the magnetic fieldlines closest to the the magnetic axis for
the 3 cases with the lowest κdivB in figure 6.10. The case with 10 × κdivB perfectly
matches the leftmost plot. The fieldlines further from the magnetic axis follow
visibly identical nested magnetic surfaces in each of these cases.
quantitative examination of the errors seen in lower resolution simulations which
are otherwise physically realistic. This is more feasible to investigate if the temperature is the only variable being simulated as was done for the 3D configurations
shown in section 4.5. We will use the vacuum magnetic field in these tests so that
errors associated with magnetic divergence are already minimized to the furthest
extent possible. The convergence demonstrated in figure 6.13 (specifically the plot
on the right) is analogous to the left most plot in figure 4.6. We see that the biquintic
resolution used for the unstable simulations in this chapter (black curve in figure
8.1), was within 0.3% of a simulation with biseptic finite elements for both Eth and
T0 . On the other hand, the case with bicubic finite elements differs by more than
5%. Since we cannot know the exact value in this case, the biseptic result is the best
reference we have. Generally, 1% is considered acceptable for nonlinear modeling.
Thermal conduction accuracy is demonstrably lower when the full MHD advance is simulated. This can be seen in figure 6.14. To be specific, the viscous stabilized case with bicubic elements (red) has 13% lower Eth than the case with biquintic elements (blue). This is more the 2x the difference when temperature alone was
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Figure 6.12: When Q is increased, the κdivB value that was used for the reference
case in figures 6.10 and 6.11, is too large and causes problems near the magnetic
axis. This is shown by the Poincare plot on the left. The plot on the right has κdivB
reduced by a factor of 10 and in this case the magnetic field exhibits realistic behavior. No other parameters were changed between this and the previous reference
case.
advanced. Larger magnetic field errors could be responsible for the larger discrepancy, but other effects are present as well. The nonlinear feedback from magnetic
field changes that are responsible for the equilibrium beta limit described in chapter 9, would actually bring the cases closer together. Other nonlinear effects could
be having different impacts though. Figure 6.14 also shows that the case which
is stabilized by low poloidal resolution alone (yellow) has even lower Eth , likely
resulting from transport by the residual instability. This case is 30% lower than the
high resolution stable case.
The stabilizing effects at low resolution are beneficial for studying the equilibrium behavior with less computation resources and is used in all cases in chapters
9 and 10. Based on the convergence tests we have presented here, we are confident
that this is sufficient for studying the qualitative behavior. It does not produce
the exact same transport as dissipation stabilized, high resolution cases, so quan-
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Figure 6.13: Convergence of the anisotropic heat conduction is demonstrated by
fixing B and v and evolving until thermal steady state is achieved at different resolutions. All parameters aside from numerical resolution are the same as the simulations shown in this section (χk = 105 , χ⊥ = 1,...). Both the global (Eth ) and local
(T0 ) metrics show similar trends, and have only minor quantitative differences.
titative errors are to be expected. It should be understood that results presented
likely underestimate stable confinement by about 30% and possibly more for cases
with larger χk . Errors of this size are not significant enough to change the broader
observations.
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Figure 6.14: Lower poloidal resolution alone is only able to account for half of
the difference between the viscously stabilized case at high resolution and case
where low resolution alone stabilizes interchange. The yellow and black curves
plotted here are the same as for figure 6.7. The blue case has an unrealistically
large viscosity and is described in more detail in chapter 8 (the same color is used
in the figures there). The red curve shows a case with high viscosity, but lower
poloidal resolution.
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7

heat confinement analysis

In chapter 3 we discussed the effects which stochastic magnetic fields could have
on confinement as a result of the finite anisotropic heat conduction in plasmas.
Several methods for estimating the effective transport directly from the fieldlines
were introduced as well. We would like to compare these calculations to our simulation results in order to better understand the role of stochastic fields. To this end
we have implemented a collection of post-processing computations in NIMROD. We
will explain how these are preformed in this chapter and the results will be shown
in chapter 9.
A common challenge introduced by these calculations is the requirement of a
flux surface description. We begin by describing the method we have used to approximately locate these surfaces for general magnetic topologies. The first calculation we will present is the average plasma beta. This is a commonly used metric
for the effectiveness of plasma confinement, but can be challenging to define in
stellarators. Next, we will define an effective transport rate based on the resulting
temperature gradient. This will provide a local metric for the confinement observed in simulations. We will then discuss our implementation of the magnetic
fieldline transport estimates. In particular, we will justify several of the choices
which were made in our definition of the fieldline diffusion coefficient. Lastly, we
will describe our computation of the Kolmogorov length scale and compare this
with the method used in previous studies.

7.1

Flux Surface Identification

The magnetic fields in our simulations are produced by external coils and altered
by the formation of plasma currents generated during the nonlinear MHD evolution. We make no assumptions about the topology of these fields, so nested flux
surfaces aren’t ever required to exist. Therefore, identifying and providing a simple description of flux surfaces when they do exist is nontrivial. These surfaces

104
provide a useful, if not essential, basis for describing plasma confinement and will
be a central element in all of the subsequent calculations in this chapter. Furthermore, for some of these calculations it is useful to define a radial coordinate which
closely matches the shape of nearby flux surfaces or ones that may have broken
up. An ideal description would follow magnetic islands and use something like
the ghost surfaces described in section 3.5. These could be constructed for our
configuration in principle, but unfortunately there are no tools presently available
which can robustly locate and describe these surfaces. Instead, our best option is
to use an approximation that has more similarity to the vacuum surfaces.
As described in chapter 5 we have carefully selected a vacuum magnetic field
configuration which has a large volume of nested flux surfaces. The surface quality
there was examined by producing Poincare plots at specific toroidal angles. The
points visited in magnetic fieldline traces could be connected or fit to describe the
full 3D flux surface structures. This is challenged by the irregularity with which
some fieldlines cover surfaces, but is feasible. Careful selection is also required to
avoid rational fieldlines which only cover a small fraction of flux surfaces. These
ideas were investigated with a Delaunay triangulation as part of this work, but
ultimately abandoned due to the complications of fieldline non-uniformity. Others
have had some success with fitting bi-Fourier series instead.
Even if vacuum fields could be properly described and used as a radial basis,
they would not match the surfaces near the magnetic axis once a Shafranov shift
was observed. Instead, a new or deformed coordinate basis would need to be constructed for every equilibrium state. These constructions would then also need to
avoid or smooth over regions with islands or corrugated flux surfaces. Some form
of interpolation would be needed to cover these regions as well as any beyond the
last closed flux surface (LCFS). This form of construction is reminiscent of VMEC
solutions, which use alternative assumptions to robustly construct a nested surface description of plasmas. The EXTENDER code has also been used to provide a
basis beyond the VMEC LCFS for edge modeling efforts. While this could be viable
option, it was not designed to match surface shapes as much as the pressure and
current profiles. It also has not been well integrated with NIMROD at present. These
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challenges pose significant barriers to using it for our purposes.
Rather than use an external tool to provide approximate flux surface descriptions, we will leverage the anisotropic conduction already being solved to determine the temperature profile. As χk /χ⊥ → ∞ the the temperature will exactly be
a function of magnetic surfaces, if they exist. In this limit contours of temperature
will be flux surfaces, but therefore won’t provide any description meaningful outside of the LCFS. For χk /χ⊥  1, some smoothing effects will be present on the
scale of χ⊥ , but isotherms will still closely match flux surfaces. This can be seen
in figure 7.1. The isotherms are smooth and nested throughout regions with magnetic islands and stochastic fields. This provides a useful basis for computations
all the way out to the boundary. As long as χk /χ⊥ & 100 and the heating source
is constant on flux surfaces, the value of χk can affect the temperature values, but
has minimal impact on the contour shapes. It is therefore primarily the value of
χ⊥ which determines how smooth the isotherms are.
For our purposes, χk  χ⊥ is sufficient, but this is not always the case. Configurations with sharp features, such as the straight stellarator shown in figure
4.2, may need to use a passive scalar with lower χ⊥ to define the pseudo-flux coordinate. This is also required when instabilities are present which significantly
perturb the temperature. Nevertheless, we would argue that when properly applied this method is as well justified as using VMEC surfaces or any other technique
which smooths over non-nested fieldline structures. When we make reference to
flux surface averages throughout this work, it should be understood that the averages are performed over these pseudo-flux surfaces. We also make use of the
surfaces when computing derivatives with respect to ψ in chapter 8.
With this definition of a pseudo-flux surface basis, we can uniquely define the
radial coordinate by values of T . Comparing profiles across variations in Q and
χk would be challenging though, since the temperature profiles change in both
height and shape (shown in section 9.1). Instead we will describe surfaces by their
average distance from the magnetic axis
rψ = hri = hx − xa i,
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Figure 7.1: Temperature contours (Z < 0, in color) are a close match to nested
flux surfaces and retain similar shape through regions with magnetic islands and
stochastic fieldlines, as shown by the Poincare punctures (Z > 0, black). They are
therefore useful for defining a radial basis which approximates what the configuration would be if all islands were magically healed. The alignment of the contours
with fieldlines is a result of the anisotropic heat flux and the heating source which
is constant on flux surfaces (and everywhere). The smoothness of the contours is
a result of the finite perpendicular conduction rate, which is physically motivated.
As a result, we use these surfaces in all bracket averages (h·i) in this work and will
refer to them as pseudo-flux surfaces.
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where xa is the position of the magnetic axis at the same toroidal angle as x. This
p
geometric coordinate is related to the toroidal flux by rψ /a ∝ ψ/ψwall . To perform more direct comparisons with the HINT code, we have also computed the
flux bounded by isotherms. This closely matches the toroidal flux definition used
in that code also. Our calculation is performed using
¨
ψ=
¨
=
˛
=

B · dS
(∇ × A) · dS
A · dl ,

where S is the poloidal cross-section bounded by the isotherm, l is the path around
the outside, and A is the vector potential. We have used Stokes Theorem to reach
the final form in this equation. The vector potential is computed from the magnetic
fields in the simulation by solving
∂A

= ∇(∇ · A) − ∇ × (∇ × A − B)

∂t
to steady state. This enforces the Coulomb Gauge
∇·A=0
∇ × A = B,
as described by the appendix of Sauppe (2015).
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7.2

Plasma Beta Calculation

The standard definition of the average plasma beta is the ratio of the average internal pressure to the average magnetic pressure
´
p dV
.
hβi = 2µ0 ´ 2
B dV

(7.1)

This definition is not strictly equal to the average of the local beta, β = 2µ0 p/B2 ,
even in the large aspect ratio limit since |B| ≈ Bφ ∝ 1/R. Therefore, it is common to
define beta in terms of the net toroidal vacuum magnetic field at a particular location, Bφ,0 . This is often chosen to be the value at the magnetic axis (for a reference
toroidal angle). With this the average beta becomes
2µ0
hβi = 2
Bφ,0 V

ˆ
p dV .

(7.2)

In order to uniquely define the hβi with either definition, a specific choice for the
volume has to be made. With an ideal MHD description, p = 0 outside of the LCFS,
so this usually defines the volume chosen. This choice is quite natural in tokamaks,
since the LCFS is normally well defined by the separatrix or limiter structure and
p is negligibly small outside. It is more challenging to apply to stellarators, however, since the LCFS is nontrivial to identify and varies in size as beta changes.
Furthermore, stochastic fields outside of the LCFS can confine a non-negligible
pressure. A reasonable choice is therefore to define V as the volume within the
vacuum LCFS. Fieldlines outside of here generally have much shorter connection
lengths than those inside. This often remains true even as stochastic regions form
within the volume at higher beta.
A rough approximation to this was used in Schlutt et al. (2013). There vacuum
flux surfaces were analytically prescribed and thus could be integrated trivially to
´
determine VLCFS . This was not used, however, to compute p dV . Instead the

109
thermal energy within the full simulation domain was used
Eth

1
=
γ−1

ˆ
nT dV ,

where γ = 5/3 is the adiabatic index, T = Te + Ti = 2Te , and the Boltzmann factor
has been supressed. This would be a reasonable approximation if p ≈ 0 outside of
the LCFS, but this is rarely the case in simulations. Part of the reason is that a finite
background temperature is set (also the wall/boundary temperature) in order to
prevent numeric overshoot from driving T < 0. A non-negative temperature is
usually not enforced in NIMROD and can be problematic if it occurs. Schlutt et al.
(2013) used a 1eV background (p = 200Pa) which is small but adds significantly
to Eth when integrated over the large region outside of the plasma (see 4.2). It
is not immediately clear how much beta would differ if VLCFS was used for the
integration in every case where the magnetic field topology or thermal conduction
rate changed. For a case at hβi ≈ 1.6% (using their definition) with perfect vacuum
flux surfaces and χk /χ⊥ = 105 , we find the properly computed hβi ≈ 1%. So the
values presented in that work should only be viewed in a relative sense.
In our case, we can approximate the LCFS using the methods in section 7.1. By
zeroing the pressure values outside of a chosen isotherm, we can continue to use
NIMROD’s native quadrature scheme across the full domain to compute Eth within
the smaller volume. We can similarly compute the volume, magnetic energy, and
other quantities within this region using the same procedure. To construct isotherms which represent the vacuum surfaces, we need to perform a thermal diffusion problem while holding the magnetic field fixed. With this we find that
VLCFS ≈ 21.76m3 . There are several ways we could use this to compute hβi for
subsequent equilibria. First, we could save the spatial description of the vacuum
pseudo-LCFS and perform averages over that region for each equilibrium. This
would be the most direct comparison of global confinement, especially if we used
the same vacuum magnetic pressure and only recomputed the internal pressure
for the equilibria. While this is feasible, it would require some non-standard development. A simpler method would be to use a flux surface from the equilibrium
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with the same volume as VLCFS . This should produce a similar result, but would
require an iterative search to locate the intended surface. We therefore use an even
simpler method to select a representative contour for each equilibrium. We have
chosen to use the isotherm with 10% of the peak temperature. A similar criteria is
used to define beta in previous work from HINT. This gives contours with V ranging from 11.94-22.36m3 for the cases considered in chapter 9. There is undoubtedly
systematic variation in this definition of V with changes to Q and χk , but we still
only expect the results to change by at most 35% if an identical volume was used.
With the volume defined, we use equation 7.1 to compute hβi. This changes the result when currents alter the magnetic pressure, but this effect is at most 4% in our
cases. If equation 7.2 is used instead, the results are generally reduced by around
5%.
It is worth noting that we use the same notation for the volume average in hβi as
we have for flux surface averages throughout the rest of this work. Both notations
are standard in the field since there are only so many ways to succinctly notate
an average. Our notation should be unambiguous since the only time the explicit
volume integrals are not written out is with hβi. Therefore, if these brackets are
seen on any other terms they should be read as a flux surface average.

7.3

Effective Diffusivity in Simulation

While hβi provides a description of the global confinement, we would like to define
a local metric that can be compared. The temperature profile is somewhat useful
in this sense, but local changes in its slope can lead to overall changes in the values.
It is therefore useful to define the effective radial heat flux
qeff = −nχeff ∇rψ

∇rψ · ∇T
.
|∇rψ |2

Since we have defined rψ to exactly match isotherms, this equation simplifies to
qeff = −nχeff ∇T .
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This shows that χeff will directly capture the variation in the temperature gradient.
We can compute its value by integrating the steady state heat balance ∇ · qeff = Q
over volume
˚
˚
Q dV = −
∇ · (nχeff ∇T ) dV
‹
=−
nχeff ∇T · dS ,
where we have used the Divergence Theorem to arrive at the last line. If we choose
integration volumes to be bounded by surfaces of constant rψ (which match isotherms) then we arrive at the result
χeff

˝
Q dV
= −‚
.
n|∇T | dS

(7.3)

This equation is straight forward to compute from simulation data using the methods described in sections 7.1 and 7.2. The only challenge occurs near the magnetic
axis where both the numerator and denominator rapidly approach zero. Here the
calculation becomes sensitive to roundoff errors. This is not a concern since it is
the last place where nested surfaces are retained in a high beta plasma. On closed
flux surfaces we expect χeff → χ⊥ .

7.4

Magnetic Fieldline Diffusion

In section 3.5 we introduced several different methods for predicting the heat transport in regions with stochastic magnetic fields directly from the fieldline descriptions. While some of these computations are straightforward to apply, others are
largely untenable. As a result, we have had to make some choices and assumptions
in their application to our simulations. Our intention is to apply the calculations to
the finite beta stellarator equilibria that we have produced with different Q and χk
in NIMROD. This immediately introduces challenges since the fieldline transport calculations were derived by assuming that radial magnetic perturbations are applied
to unperturbed, nested flux surfaces. In our cases the stochastic fields are produced
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by Pfisrch-Schluter currents which are inherent to the equilibrium. Our only way
to describe the unperturbed surfaces is therefore with the approximate options
described in section 7.1. Furthermore, the Rechester-Rosenbluth (RR) models anticipate that the perturbation spectrum may not be directly known and instead test
the sensitivity of an unperturbed configuration to a random ensemble of perturbations. We have a complete description of the magnetic fields in our simulation,
however, and what is truly unknown is which unperturbed surface a particular
fieldline would have belonged to. We therefore replace the random ensemble with
a pseudo-flux surface average. The validity of these models with the approximate
unperturbed surface averages we are using is non-trivial to test directly in a 3D
system and goes beyond the scope of this work. We therefore consider the results
presented in section 9.2 to be a test which is instantiated upon this assumption.
A consequence of using temperature isosurfaces to define a basis with finite
χ⊥ , is that they won’t exactly align with magnetic islands. As a result, the surfaces which approach or intersect a magnetic island chain will have non-zero b =
Bψ /|B|. This component of the field should still be small if the island width and/or
χ⊥ is small. But if the exact island surfaces were used, it would vanish entirely for
any island size. Since all of the fieldline thermal conduction models we are considering depend on b, they will all produce an increased rate in the presence of a
magnetic island. This is not a terrible approximation since large magnetic islands
are known to locally flatten the temperature, but for the proper treatment of confinement in the presence of an island one should refer to Chang and Callen (1990).
Attempting to capture the exact magnetic field structures in stellarators with reduced χ⊥ puts a high demand on the resolution.
Two different forms for the magnetic fieldline diffusion rate were presented in
equations 3.10 and 3.11 (which could also be rewritten as 3.12). The choice between which to use should come down to the size of Lac in the region. If Lac
is very small compared to the size of the system, then the continuous definition
in equation 3.11 would be best. Computing Lac using the form in equation 3.13,
however, essentially requires computing Dfl with the continuum definition. An
alternative estimate could be to assume a quasi-linear relation Lac ∼ Ls where Ls
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is the shear scale length. This is discussed in Krommes et al. (1983) and may have
influenced the form in Rechester and Rosenbluth (1978). Unfortunately, the rotational transform is not trivial to describe in regions where the magnetic field is
stochastic, so the shear cannot be directly computed. Assuming the vacuum field
is representative of the unperturbed system gives Ls ∼ 5m. This is on the same order as the system size and suggests using the discrete version (equation 3.10) with
rather large step sizes. Since this is somewhat equivocal, we have also attempted
to compute the integral in equation 3.11 directly. No matter how we interpreted
or implemented this integral, we were unable to achieve a converged result. At
best, the solution would oscillate with some amplitude modulation. This behavior
may be reconciled by the observations in section 9.2. We are therefore left using
equation 3.10 to compute Dfl . Once this value is computed we can determine Lac
from equation 3.12.
One further challenge to computing Dfl is how to handle fieldlines that pass
through the stochastic region but are not confined to it forever. This is possible
through gaps in the bounding KAM surfaces (sometimes called turnstiles). Such
fieldlines will eventually leave the computational domain and can only be tracked
for a finite ` = Lc . These fieldlines play a roll in the thermal transport which is
difficult to account for in the transport calculations presented. This is because the
calculations formally converge as ` → ∞, but these fieldlines can only be followed
a finite length. The most agnostic way to include shorter fieldlines is to use the
same calculation and include the result once a boundary is hit, irrespective of Lc .
This is the method which was used by Suzuki et al. (2009). A Brownian description
is not accurate when Lc < LK , but simply ignoring these fieldlines would not be
an accurate description either. For lack of a better way to handle short fieldlines,
we will include the results with any Lc .
Doing so complicates the how averages are applied to fieldlines with different
lengths. In section 9.2 we will illustrate how a pseudo-flux surface in a stochastic
region often intersects fieldlines with a large variation in Lc . The form of equation 3.10, however, assumes that each fieldline has been followed for the same ∆`.
To strictly follow this definition would require evaluating ∆rψ for each fieldline
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once a single one leaves the domain in ∆` = Lc,min . We should expect Lc,min to
get smaller as the surface radius, rψ , increases, which is problematic. Instead, we
suggest that ∆` should be included in average. The simplest option would be to
replace ∆` in the formula with h∆`i. The trouble with this is that it removes any
information about how long it took a particular fieldline to reach the ∆rψ . A diffusion coefficient based on the average rate from multiple fieldlines is more relevant
than the distribution the average fieldline. This is justified further in section 9.2.
As a result, we define the fieldline diffusion coefficient as
1
Dfl =
2



(∆rψ )2
∆`


.

(7.4)

The diffusion rate computed with this equation is expected to be larger if a significant fraction of fieldlines leave the domain (resulting in smaller ∆`). This is
because of the inverse weighting of (∆rψ )2 with ∆` in equations 7.4. The results
presented in section 9.2 therefore provide further evidence that we are using an
appropriate definition of Dfl .

7.5

Kolmogorov Length Scale Computation

The Kolmogorov length plays an essential role in the RR heat conduction model.
It is a measure of how rapidly nearby fieldline trajectories diverge, as described in
section 3.5. The most commonly used methods for computing it are based directly
on the definitions given in Rechester and Rosenbluth (1978). Since magnetic fields
are divergence free, the area bounded by a flux tube is the same at every cross
section. This area will be deformed by magnetic shear and stochastic behavior, as
illustrated in figure 7.2. Therefore, rate of change of the circumference, c, of the
flux tube can be used to extract the Kolmogorov length
c = c0 e`/LK ,

(7.5)

115

Figure 7.2: The cross section of a flux tube in a stochastic field region retains the
same area (shaded in grey), but distorts into complicated filaments as the fieldlines
are followed. As a result, the circumference (outlined in black) increases exponentially with a rate proportional to the Kolmogorov length. This figure is not drawn
to scale and for sufficient lengths in a realistic system the filaments can become so
narrow that they appear from a distance as lines with vanishing width.
where ` = 0 is defined at the position with the minimum circumference, c0 . The
shape with minimum circumference for a chosen area is a circle, so this is used to
select fieldlines which define the flux tube. Poloidal planes are used to define the
flux tube cross sections and results are only sampled at field period intervals to
avoid periodic deformations due to the stellarator shaping. Flux tubes in regions
with nested magnetic surfaces can still be deformed by shear, so tubes must be
followed for long distances in order to distinguish this from exponential spreading
associated with stochastic fields. Averaging over the full toroidal angle was used
to further reduce noise in the computations by Strumberger (1998), Morisaki et al.
(2003), and Suzuki et al. (2009).
While tracking the flux tube circumference is an effective method for computing LK , it is fairly compute intensive. Many fieldlines need to be followed to accurately describe the flux tube as it becomes highly filamentary. The references
introduced above used 100 fieldlines per flux tube. Repeating these calculations
for each position sampled can become expensive even with modern computing
resources. We can instead determine LK from following a single fieldline by tracking changes in its tangent map, as described by Benettin et al. (1980). The tangent
map determined by a single field period, Tfp , is iteratively applied to a random
unit vector v. The norm of the resulting vector will grow at an exponential rate
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proportional to the inverse Kolmogorov length
i
||Tfp
v|| = e`/LK ,

(7.6)

which is similar in form to equation 7.5. To invert this equation, it is convenient to
define the stepwise change in the norm as a composition
i
||Tfp
v|| = α1 × α2 × ... × αi ,

for i > 1. Here α1 = ||Tfp v|| and the higher order terms can be recursively defined
by
Tfp v
.
α2 = Tfp
α1
As a result, the Kolmogorov Length can be computed as
i
log(||Tfp
v||)
1
=
Lk
`
log(Πi αi )
=
P `
log(αi )
= i
.
`

(7.7)

The inverse of LK , sometimes called the Lyapunov coefficient, is computed to avoid
division by zero, since LK → ∞ for fieldlines on nested flux surfaces. Rather than
using only the end point for this and the circumference method, the results are
fit to the least squares along the entire trajectory. An additional benefit of this
method is that it can be computed at the same time Dfl is, eliminating the new for
two separate steps in computing χeff .
As we discussed in the previous section, we don’t have any way to connect a
single fieldline or flux tube sampled from a stochastic region to the unperturbed
flux surface it describes. It is therefore important that the calculations of LK using
either method are repeated many times to provide an average description of the
behavior at any given radius. This has not been accounted for in previous studies,
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Figure 7.3: Fieldlines need to be followed long distances in order for calculations
of the Kolmogorov length to converge. The results shown are for individual fieldlines sampled at different rψ . The colors match fieldlines started from the same
positions in the example discussed in section 9.2. The fieldline shown in purple
clearly leaves the domain before an accurate result is achieved. Convergence to
within 10% requires roughly ` > 2000m.
likely because of the increased computation expense it incurs. The calculations are
also complicated by fieldlines leaving the domain at different times. Both methods require fieldlines to be followed a large distance to produce accurate results.
The results of equation 7.7 for individual fieldlines sampled at different radii are
shown in figure 7.3. The calculation converges quite slowly, particularly for the
stochastic fieldline shown in yellow. The results computed from short fieldlines are
therefore expected to be less accurate than those which were confined for longer.
This suggests that the average should be weighted by the length which fieldlines
were followed (in opposition to the length factor in equation 7.4). We will denote
these averages with the subscript `. The results will be presented as hLK i` for con-
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Figure 7.4: The Kolmogorov length computed by tracking growth of flux tube circumference is in good agreement with calculations based on the tangent map of
a fieldline. The agreement would likely continue to improve as more fieldlines
are included in the surface averages and fieldlines are followed further. The area
of the flux tubes and number of fieldlines used to describe them is the same that
were used by Strumberger (1998) and Morisaki et al. (2003). Further refinement in
either parameter does not change the results significantly. 100 flux tubes and 900
fieldlines were used in surface averages for the respective methods. The smaller
number of flux tubes used is a consequence of this method being significantly more
resource intensive, can is likely responsible for the larger jaggedness of the curve.
venience, even though we are technically averaging the inverse. With this, we are
ready to compare the 2 different methods for computing LK . The results are shown
in figure 7.4. The computation based on the flux tube circumference is more jagged,
in large part because less flux tubes were included in the average. This choice was
made because of the larger cost associated with that method. Nevertheless, both
computations show good agreement and instill confidence with using equation 7.4
in the remainder of this work.
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Part III
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8

interchange instability

When a uniform heating source is applied to the generic torsatron vacuum magnetic field in NIMROD simulations, 2 different types of behavior are observed, as
shown in figure 8.1. In this chapter we will provide evidence that the instability
seen in the black curve is consistent with interchange modes. This will include a
description of the stabilizing effects which were used to produce the colored lines
in the figure. A detailed transport analysis of the stable cases will be provided in
the next chapter.
Plasma interchange is a Kelvin-Helmholtz like instability where flux tubes exchange radial positions in order to reduce the pressure gradients in the system.
The instability acts along the entire flux tube length and is not localized to regions
of bad curvature, as is the case for ballooning modes. The behavior of these instabilities was explained in more detail in chapter 2.
We will begin by describing the simulation characteristics which give rise to
the instability and the consequences which are observed. These are compared
with previous observations of pressure driven instabilities in stellarator simulations. In the next section, we analyze our simulations through the lens of resistive
interchange theory, by applying the formulas of Carreras et al. (1987) (CGD) to our
configuration. The computational results are consistent with resistive interchange,
but we cannot make direct comparisons with most of the analytic predictions. The
local nature of the theory also allows for examination of parametric dependencies
we cannot easily perform in the simulations.

8.1

Simulation Characteristics

The linear stability of interchange modes can be determined by the Mercier criteria
and its resistive extension. We expect that one or both of these criteria are violated
for the simulation shown in figure 8.1, but we have not directly evaluated either.
The criteria often predict that the instabilities will be present in torsatrons at low
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Figure 8.1: The time history of the thermal energy in simulations shows a clear
change in the confinement when strong interchange occurs (black). All of the stable simulations (colors) evolve to an equilibrium state. The simulation parameters
in all of these runs are identical unless otherwise noted. The unstable case was produced with high poloidal resolution (32x32 biquintic finite elements), Q = 3MW,
χk = 105 m2 /s, χ⊥ = 1m2 /s, and a viscosity of 1.3m2 /s (magnetic Prandtl number
or 1 at 100eV). The blue case was stabilized by increasing ν0 by 107 x. Stabilization
in the red case was provided by increasing χ⊥ by 100x. 10xQ was also required to
achieve a similar confined energy. Stabilization with increased χ⊥ occurs for any
value χk tested at this Eth . The purple curve has Q/100 where there is insufficient
drive for the instability. The case shown in yellow has reduced poloidal resolution
(32x32 bicubic finite elements) and is described further in section 6.5.
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Figure 8.2: The ` = 2, M = 10 torsatron vacuum field configuration shown here
is used for all simulations presented in this and the following chapters (unless
otherwise noted). The volume of nested flux surfaces is 22.87m3 with a nearly
axisymmetric magnetic axis at R=3.93m and an on axis rotational transform just
above 1/2. These parameters were optimized using the procedure described in
section 5.2. The configuration has a large magnetic shear, as seen by the slope of
the rotational transform (black curve in the right figure). It also has a magnetic
well in the core and a magnetic hill throughout the edge (magenta curve in the
right figure).
beta as described in section 2.4. We expect the same for our ` = 2, M = 10 configuration based on the magnetic hill observed in the periphery of the configuration.
This can be seen for the vacuum field in figure 8.2. V 00 is related to the average
curvature along magnetic fieldlines and is part of the primary drive in the Mercier
criteria. When V 00 < 0 the curvature can stably support an inward pressure gradient, but when V 00 > 0 interchange is energetically favorable. We have computed
V using the methods described in section 7.2 where derivatives are taken with respect to toroidal magnetic flux using spline interpolation. The calculation of ψ is
described in section 7.1. The first derivative could be computed more directly using the specific volume, but an alternative method would still be required for the
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Figure 8.3: As the applied heating rate is increased, raising the equilibrium plasma
pressure, the effective magnetic well becomes deeper in the core, but is relatively
unaffected in the periphery. As a result, complete stabilization of interchange at
high beta is never seen for this configuration. Each curve in this figure is from an
equilibrium which has been stabilized by low poloidal resolution.
second derivative.
The pressure gradient is another important aspect of the interchange drive
which multiplies the term containing V 00 in the Mercier criteria. On the other hand,
as pressure gradients are increased, the Shafranov shift can also increase magnetic
curvature, as described in section 2.2. This leads to competition between the effects
at finite beta. We have evaluated the interchange drive term for a series of stable
equilibria in figure 8.3. While the curvature greatly strengthens the magnetic well
in the core, any changes in the periphery are balanced by the increased pressure
gradient and this region remains unstable for all beta tested.
The unstable simulation shown in figure 8.1 was produced with high poloidal
resolution (32x32 biquintic finite elements), Q = 3MW, χk = 105 m2 /s, χ⊥ = 1m2 /s,
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and a viscosity of 1.3m2 /s (magnetic Prandtl number of 1 at 100eV). The remaining
simulation parameters are described in section 6.1. The four other simulations in
this figure have matching parameters except for individual changes which affect
the stability. These illustrate the different ways that interchange can be stabilized.
Weakened drive, from small pressure gradients at low Q (purple), or increased
dissipation, through ν or χ⊥ (blue and red), can significantly reduce the instability.
These effects were predicted by theory, as discussed in section 2.2, and shown more
directly in the next section.
It is worth recognizing that the χ⊥ stabilization is multi-faceted. Some stabilization comes from reduction of pressure gradients across the plasma, which is
partially adjusted for by increasing the heating source. This results in a modest
reduction to the gradient which is still well beyond marginal stability for our configuration. This can be seen by comparing the temperature profile for the stabilized case plotted in red to another case which would be unstable if it wasn’t for
an alternate stabilization mechanism. This is presented in figure 8.4. The unstable
case has a smaller ∇T across the entire profile, suggesting there is a more direct
reduction to interchange coming from the dissipation as well.
All of the mechanisms which can stabilize interchange do so smoothly, rather
than through bifurcation. This is shown with changes in χ⊥ in figure 8.5. Since
our configuration always retains a magnetic hill, the instability cannot be completely eliminated. Even when there are no obvious signs of the instability, further
increase in stabilizing parameters results in improved confinement. Therefore, interchange can pose a soft beta limit when modes are stabilized enough to saturate
at low amplitude, but are not completely removed. This could look similar to an
equilibrium limit (discussed in the next chapter) and figuring out which mechanism is dominant may be nontrivial.
The “numeric” stabilization (yellow) in figure 8.1 refers to the effect of lowering
poloidal resolution which was described in section 6.5. The primary reason this is
stabilizing comes from errors in the directions of the computed B and ∇T leading
to leakage of heat in the perpendicular direction with high conduction anisotropy.
It appears that the relatively small change in the effective perpendicular conduc-
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Figure 8.4: Reduction of the temperature gradient is not entirely responsible for
the stabilization of interchange at increased χ⊥ . The red curve in these plots shows
the steady state temperature profile from the simulation plotted in the same color
in figure 8.1. The blue curve is taken from a simulation which has been stabilized by lower poloidal resolution, but has χ⊥ = 1m2 /s and a lower Q. In spite
of the reduced ∇T , when this simulation is repeated without stabilization (higher
poloidal resolution) it clearly encounters interchange. This case is still well above
marginal stability and interchange is observed with even further reduction of ∇T .
The same data is shown in both plots, but on the right the peak temperatures have
been aligned to more easily compare the core gradients.
tion rate has a large effect on the instability. We suggest that the change in perpendicular conduction is small, because the overall confinement, as described by
Eth is not drastically affected. This can be seen by comparing the red and yellow
curves in figure 8.1. The case plotted in red has 100 × χ⊥ and 10 × Q compared to
the case plotted in yellow, but both are stable. The minimum χ⊥ increase necessary
to stabilize interchange at this Eth is within 10x-100x. Whereas, the “numeric” stabilized case appears to only have an effective global χ⊥ increase of at most order 1
based on the small change in the Eth (which is shown more directly in figure 6.14).
Additional stabilizing factors were proposed in section 2.2 which are more chal-

126

Figure 8.5: Stabilizing interchange in our configuration does not involve a
bifurcation-like change in the transport. Instead, there is always competition between the drive and dissipation forces. This leads to smooth transitions in the interchange strength over wide parameter regimes. We demonstrate this with changes
in χ⊥ , but the same can be seen for all of the parameters varied in figure 8.1. Q
must be adjusted with χ⊥ in order to balance the increased equilibrium transport
and attain a comparable pressure gradient and thermal energy. The changes in
transport result in the faster initial energy rise and equilibration which are not a
direct consequence of the instability.
lenging to test. The most obvious would be changes to magnetic shear or well.
With a fully self-consistent model these parameters can only be directly influenced
by adding current or using a different vacuum magnetic field configuration. Introducing a current source could possibly trigger different instabilities and altering
the magnetic field can change where modes are resonant. So neither option is
straight forward to compare with. Analyzing different configurations would be
interesting, but is beyond the scope of this work. We will demonstrate the importance of shear with the analytic formulation in the next section.
The effects of the instability on the plasma behavior can be clearly seen in the
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Figure 8.6: Interchange drives temperature filamentation and break up of magnetic
flux surfaces in the plasma periphery. Neither of these features is entirely stationary. The flux surfaces break-up is worst at the onset of the instability, with some
surfaces healing later in time. The temperature filaments exhibit slow poloidal rotation which loosely matches the magnetic islands. They also pulsate periodically
and switch direction of the rotation. The temperature structures are always most
prominent on the inboard side of the torus. This snapshot was taken from the
simulation shown by the black line in figure 8.1 at t = 0.25s.
temperature distribution and magnetic field structure, as shown in figure 8.6. Streamer-like temperature filaments form in the plasma periphery and significantly
increase the rate of thermal transport. These structures persist throughout the simulation, but are not stationary. There is a slow poloidal rotation to the streamers

128

Figure 8.7: Plasma flows and currents are driven by interchange and are strongest
in the regions where the temperature filaments. Both form primarily in the toroidal
direction. The fields plotted here correspond to the same simulation and time
shown in figure 8.6.
which periodically switches direction. The streamers are most prominent on the
inboard side of the torus at all toroidal angles. Magnetic islands and stochastic
fields have formed over the same region. This results in a much greater loss of
nested flux surfaces than is seen in stable plasma equilibria with hβi < 1%, as
shown in the next chapter. The breaking of flux surfaces in this region is primarily
a result of currents produced by the interchange modes. The instability appears
to drive currents and flows which are strongest near the temperature streamers, as
shown in figure 8.7.
The production of currents and flows can be followed in time by tracking the
magnetic and kinetic energies. Magnetic energy in the dominant toroidal mode
numbers almost exactly follows the variation in Eth , with a small time delay. This
is shown by the leftmost plot in figure 8.8. The delay appears to gradually lengthen
for higher mode numbers and becomes most apparent in the plot on the right. Em
doesn’t peak for these modes until Eth is already well into a decline. These modes
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Figure 8.8: The magnetic energy closely follows the variation in thermal energy
for simulations experiencing strong interchange. The plot on the left shows the
magnetic energy for the 6 lowest mode numbers and the plot on the right has all
of the others in the simulation (up to n = 210). The modes are colored by n on a
gradient from brown to blue and the 5 lowest modes numbers are labeled in the
legend. The magenta curve in both plots is the total thermal energy, which follows
the axis on the right side. The vacuum magnetic energy prescribed by the external
coils, E0 , is orders of magnitude larger and has been subtracted to produce these
plots. The coil fields are only loaded into the 6 lowest mode numbers for reasons
described in section 6.3.
lose magnetic energy much more rapidly, however, and the minima appear to realign with that of Eth . The kinetic energy, on the other hand, is almost entirely out
of phase, as shown in figure 8.9. The stellarator modes, n = 10 and larger harmonics, reach peak Ek just before Eth hits a minima and vice versa. The flow formation
appears to follow, rather than proceed loss of Eth . This suggests that Eth and/or
Em is being converted into flow, which may stabilize the instability enough for
confinement to improve, leading to the cyclic behavior. This has similarities to the
flow stabilization mechanism which was observed with the MIPS code (described
in section 2.3). This should be checked by further studies where flow is directly
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Figure 8.9: Thermal and/or magnetic (figure 8.8) energy appears to be converted
into kinetic energy, which could explain the cyclic improvements in confinement.
The kinetic energy for all of the modes in the system (up to n = 210) is shown
using the same colors as in figure figure 8.8. Only the 5 lowest modes numbers are
labeled in the legend. The curves for n = 0 and n = 10 are shown with thicker
lines to highlight the 2 different types of behavior. The magenta curve shows the
total thermal energy and follows the axis on the right side.
controlled rather than responsive. The behavior of the n = 0 kinetic energy in figure 8.9 is less obvious. It appears to be loosely coupled to the other modes, while
also exhibiting some completely opposite behavior.
The connection between Eth , Em , and Ek can also be seen locally. Figure 8.10
shows the temperature and rotational transform profiles along the midplane at the
toroidal angle in figure 8.2, for 3 different times during the simulation. The blue
curves are early in the simulation before the instability has formed, red are at the
first peak in the thermal energy where the modes are strongest, and yellow are
well into the saturation. These cuts do not fully capture the temperature streamers, but show representative peaking and flattening. The dashed lines on the ro-
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Figure 8.10: As the temperature and rotational transform profiles evolve in time,
they show closely related changes as a result of interchange. These plots are from
the simulation in figure 8.1 shown in black and represent the profiles along the
midplane (Z = 0) at the toroidal angle shown in figure 8.2. The horizontal dashed
lines in the rotational transform plot (right) mark the locations of the lowest order rational surfaces in the simulation. From top to bottom these represent the
n/m =10/10, 10/11, 10/12, 10/13, 10/14, and 10/15 mode resonances.
tational transform plot mark the locations of the lowest order mode resonances.
From top to bottom these are the n/m =10/10, 10/11, 10/12, 10/13, 10/14, and
10/15 rational surfaces. Once the instability is present, these locations are noticeably flattened.
To more directly compare the temperature perturbations with the transform
flattening, we can re-plot the profiles on the same x-axis. This is shown for the 2
later times where the instability is present in figure 8.11. Here the dashed markers for the rational surfaces have been colored and corresponding vertical markers
have been added at the outermost position of each resonance. The rational surface
positions in these figures are only rough approximations based on ῑ, which is not
entirely well defined since much of the periphery is stochastic (see figure 8.10).
The temperature perturbations early in time (left figure), are located near the ra-
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Figure 8.11: The localization of interchange modes can be clearly seen when the
temperature profile is plotted over the rotational transform. These two figures represent the same data that was shown in figure 8.10 at the two later times. The earlier
time is shown on the left here. The y-axes in these plots describe the curve which
has the same color. The dashed lines marking mode resonances have been plotted
in color so that they can easily be associated with the corresponding vertical markers. These radial positions correspond to the outer-most (in r) resonant location
on the inboard and outboard side and not necessarily every resonant position.
tional surface positions shown. The increased transport in these regions results in
steeper gradients adjacent to and between them. Later in time (right figure) the
temperature is almost completely flattened in the outermost regions where multiple rational surfaces are. Closely related structures in the toroidal velocity can be
seen in the same areas (not shown). The instability appears to have minimal impact on 3.7m . R . 4.3m (rψ < 0.26m) where V 00 < 0 in figure 8.2. Coincidentally
there are no n = 10 rational surfaces in this region either, but n > 10 resonances
certainly are present.
The temperature distribution in figure 8.6 is qualitatively similar to one pitch
torus simulations by the MIPS code shown in figure 2.3. Both simulations see temperature filaments in the edge which lead to flattening and a steeper gradient in
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the core. The biggest difference is that perturbations are strongest on the outboard
side of the MIPS simulations, which is suggestive of ballooning. This is shown more
clearly in the eigenmode structures. Even initially, the perturbations in NIMROD
simulations appear on the inboard side first, where local curvature is favorable.
This suggests that the modes are instead driven by the average curvature. They
could appear strongest on the inboard side due to the flux compression, which we
demonstrate to be strongest near the outboard midplane in section 9.2. We are not
able to cleanly extract the eigenmodes, since the plasma is evolving nonlinearly to
balance heating and transport before the onset of the instability.
Many additional factors could be responsible for differences between the simulations. Not only are the magnetic configurations, and possibly the instabilities,
different, we are using significantly different physical models. Our simulations
have anisotropic thermal conduction and spatially varying resistivity, while MIPS
has isotropic conduction and uniform resistivity. They also observe a pressure
boundary layer form just inside the plasma vacuum interface which is likely nonphysical. Our simulations are able to dissipate heat to the wall, but are also constantly being sourced. It is possible that our simulations would also observe a
complete crash, rather than saturation, if low n modes were included. Like the
full torus MIPS simulations, the steeper pressure gradients inside the n = 10 surfaces could drive n/m = 3/4 and/or 2/3 ballooning modes which would completely destroy confinement. The transition from interchange to ballooning may
be required with the strong core magnetic well we observe.
Neither the cyclic degradation we observe, nor a complete collapse are often
seen in stellarator experiments. This could mean the cases with additional stabilization are more representative of the true behavior. Experimental plasmas include many different effects which are absent from our model, including two fluid
diamagnetism, ion drift-kinetics, and others. It is more likely that one or a combination of these effects is responsible for stabilizing the plasma than the mechanisms we have tested, which require unrealistically large dissipation parameters.
It is even less clear how much stabilization is present in experiments since the saturated instability is nontrivial to diagnose. Better understanding of the stabilization
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present in experiments is an important area of future study.
It is possible the same instability was seen by Schlutt et al. (2013) in a very different configuration. Even heuristic comparisons are limited since the 3D structure
of the modes was not reported and the only stabilizing parameter which was varied was the heat source rate. A nearly complete collapse of the pressure profile
was observed at high heating rates, but cases with slower heating were stable, as
shown in figure 4.3. These simulations had a volume of around 0.34m3 and the
heating source was linear in the flux surface radii. The single species heating rates
that were quoted correspond to the peak values. Therefore, we can estimate the
total power applied was about 0.46MW, 0.9MW, 1.8MW, and 3.6MW in the 4 cases
shown. In figure 8.1 we presented a case that was stable at 0.03MW applied heat
and unstable at 3MW. We have also performed a simulation with 0.3WM where
the instability saturated in a steady state, but still perturbed the temperature. Our
heat source was applied throughout the full domain (66.6m3 ), however, where a
significant fraction was rapidly lost to the wall. For a more accurate comparison,
we should compare the heat which was applied within the vacuum LCFS, which
was about 0.01MW, 0.1MW and 1MW for these cases. For reference, the equilibrium limit described in the following chapter becomes prominent at even larger
heating rates which may be on the order of 10x greater than the instability we
examine. We still cannot make direct comparison, since our configuration, heat
conduction rates, and heating profile are all different, but we can at least say that
the instabilities exist in a similar regime.

8.2

Theory Based Analysis

The extended MHD simulations we have described clearly show the nonlinear behavior of an instability which is consistent with interchange. While this is the most
complete description we can presently offer, there are additional effects, such as
changes to the curvature, magnetic shear, two fluids, and drift kinetics which we
have not tested because of the computational challenges they pose. A basic idea
of their consequences can be gleaned from reduced models. These are known to
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have limited applicability, so we do not expect close agreement with the full simulations. Nevertheless, they can be useful for building intuition. In particular, their
local nature allows us to independently test parameter changes by hand.
In section 2.2 we described the analytic model presented by Carreras et al.
(1987) (CGD) to describe interchange behavior. It was built in slab geometry with
magnetic curvature described by gravitation-like forcing. Many features of interchange described by this reduced model have been observed in our simulations,
including the localization around rational surfaces, exchange of Eth , Em and Ek ,
pressure gradient drive, and stabilization due to ν and χ⊥ . To examine these effects further, along with others we have not been able to test in simulations, we
use the profiles from our simulated configuration before interchange has had time
to form (t = 0.04s of the black curve in figure 8.1). Tha analytic relations are applied to these profiles. This results in a marginally lower peak temperature, but
nearly the same gradient at the rational surfaces, as can be seen in figure 8.10. The
representative profiles for this case are shown in figure 8.12. A clear flaw in this
model can be seen in the definition of the curvature. The hκi used in the CGD
model (equation 2.6) suggests pressure gradients will be destabilizing across the
entire plasma. On the other hand, the magnetic well term we are using (V 00 ) predicts stability for rψ < 0.26m (see figure 8.2). Since the V 00 magnetic well is better
justified by the Mercier criteria than the CGD curvature definition, we will neglect
any contradictory predictions from the reduced model by excluding resonances
that should be stable from the results.
We apply the equations presented in section 2.2 to pseudo-flux surface averaged variables, using splines to compute derivatives when necessary. The results
are presented for each resonant mode, ῑ(rψ ) = n/m, using the local parameters.
If we were to include every possible resonant mode captured by a high resolution
full torus simulation, there would be thousands of points in each of the following plots. While the growth rates increase with m according to equation 2.7, the
highest frequency modes are also most sensitive to dissipation as described by
equations 2.9 and 2.10. The lowest dissipation we have used (for the black curve
in figure 8.1) is expected to stabilize modes with m > 70, so these are not shown.
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Figure 8.12: The rotational transform (black), temperature (magenta), and average fieldline curvature (blue) profiles are the primary variables which enter in the
CGD interchange analysis and have spatial variation in our simulation. The average curvature given by equation 2.6 predicts the entire profile is susceptible to
interchange, unlike the V 00 magnetic well. Our simulations also use a Spitzer resistivity which varies with the local temperature as η ∼ T −3/2 and is taken into
account when the CGD equations are applied. ν and χ⊥ , are uniform and fixed.
Since our simulations only model a single field period, we will further limit attention to n which are integer multiples of M = 10. Thus we will see separate mode
branches for increasing n which would be filled in by many more modes in a full
torus simulation. The results will be colored in the following figures by the value
of n to further distinguish these branches.
We begin by applying the formula for the linear growth rates, which are plotted
as a function of m in figure 8.13. The growth rates are fast, but fall in the same range
as observations from similar systems, described in section 2.3. For reference, the
toroidal Alfven time in our configuration, τA ≈ 3 × 10−6 s, is about 4x faster than
the fastest growing mode. The growth rate does not strictly increase with m and
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Figure 8.13: The linear growth rate predicted by the CGD theory is largest for
the 4th from highest mode number shown. Smaller scale modes would grow even
faster according to the formula, but are entirely stabilized by dissipation according
to the predicted νc and χ⊥,c values. The mode branches with matching color share
the same n. n = 10 is plotted in cyan and n = 50 is magenta. The gaps between
would be mostly filled by modes if the full torus spectrum was shown, but the
overall trend is the same.
appears to be largest for lower n at a give m. This is not immediately clear from
equation 2.7 and turns out to be a reflection of profile dependencies. This can be
seen from figure 8.14, which shows the same data plotted as a function of their
resonant position. The modes grow fastest in the core, in spite of having weaker
drive from hκi, dT/drψ and η because of diminishing shear. The shear is shown on
the second x-axis along the top of the plot. While we are unable to directly vary
the shear in our simulations, this result clearly demonstrates how important it is.
To complete the description of linear stability we also show the critical dissipation parameters νc and χ⊥,c in figure 8.15. Here the n/m = 10/12 and n/m =
10/13 modes require the largest dissipation to stabilize with increased ν or χ⊥ re-
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Figure 8.14: The importance of profile variation in the linear growth rate is demonstrated by plotting the data in figure 8.13 in terms of the resonant position. The
fastest growing modes are clearly seen near the minimum shear, as highlighted by
the x-axis on the top of the plot. This is in opposition to where the drive from hκi
and dT/drψ and η are strongest.
spectively. These requirements are much lower than the parameters needed to
stabilize cases shown in figure 8.1. For a full torus simulation, the most difficult
modes to stabilize are the n/m = 1/1 and n/m = 1/3 which have νc = 107 and
χ⊥,c = 9 respectively. The lower m and n modes have the largest critical values,
demonstrating that shear plays a smaller role than it did for γ. Nevertheless, doubling the shear values by hand across the entire profile brings νc and χ⊥,c below
the realistic diffusivities (used in the simulation shown in black in figure 8.1). This
is many orders of magnitude smaller than would be required to reduce γ to zero,
which illustrates the importance of accounting for even small diffusivity. Similarly,
decreasing hκi by 4x or η by 5x stabilizes the configuration. The full torus requires
a larger factor by roughly 1.6x for shear or 2.5x for hκi or η to be stabilized. While
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Figure 8.15: The critical values of the dissipation parameters predicted by CGD
to reach marginal linear stability, are largest for the low n modes (cyan). χ⊥,c
(right) has a strong dependence on the shear (χ⊥,c ∼ S−2 ) which competes with the
pressure-curvature drive to result in larger values for higher m. νc , on the other
hand, has a weaker dependence on shear and thus has larger values for small m.
these increases may not be realistic, it isn’t clear how important the lowest m or any
other isolated mode is. In reality, the nonlinear interaction is highly important.
CGD also derived a prediction for the nonlinear heat transport, χeff , due to
interchange. This is based upon a renormalization closure frequently used in turbulence theory. The validity of this closure is still an active area of research. The
formula (in equation 2.11) is not entirely prescriptive since it requires knowledge
of the saturated mode amplitudes, represented by hm2 i. To appropriately apply
the equation, we should extract this quantity from an unstable simulation. While
this should be possible, it is nontrivial in the present NIMROD implementation for
p
reasons discussed in section 4.3. Instead, we will use hm2 i ≈ mdom where mdom
is the mode number which produces the largest predicted χeff . The simulations in
p
CGD showed hm2 i to be approximately equal to the strongest mode number. For
p
our case, mdom = 13 which gives χeff ≈ 4m2 /s. Increasing or decreasing hm2 i
by 5 only changes the computed χeff by 8% so the result is fairly insensitive to this
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Figure 8.16: Simulations with χ⊥ ×10 confine less thermal energy than simulations
which are interchange unstable. The black and blue curves shown are the same
data as the curves in figure 8.1 with these colors. The red curve has the same
parameters as the one in blue, aside from the increased χ⊥ .
parameter. Separately including χ⊥ = 1, which was neglected in equation 2.11, has
minimal impact on the total χeff . The CGD derivation ignores contributions from
χk , which should be justified as long as χk < 108 in our configuration according
to equation 2.12. Not surprisingly, we see that χeff ≈ max(χ⊥,c ) from figure 8.15.
This holds for the full torus mode spectrum as well. For comparison, we show the
change in Eth between an unstable simulation and one that has increased χ⊥ with
the same applied heating rate, but is kept stable in figure 8.16. This is not a direct
comparison of the effective heat conduction produced by the nonlinear instability, but essentially constrains it. It suggests that the observed χeff is in the same
ballpark as the CGD prediction. This is a good agreement for such a simplified
theory.
We can take the linear growth rate estimates a step further by including con-
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Figure 8.17: Two fluid ion diamagnetic flow can significantly reduce the growth
rates for interchange. When this effect is included the original growth rates (circles) drop down to the points represented by crosses. The linear growth rates
shown as circles are the same data shown in figure 8.14. Some of the crosses fall
below zero, indicating that the modes are completely stabilized, while others see
much smaller changes.
tributions from additional physics as well. For one, we can evaluate the predicted
stabilization from two fluid ion diamagnetic effects using equation 2.13. With this
simplified model we see complete stabilization of some high m modes, but only
a minor reduction in growth rates at lower m, as shown by the crosses in figure
8.17. Another stabilizing effect we can test is the fast particle drift stabilization described by equations 2.14 and 2.15. This has a smaller impact on the growth rates
and does not completely stabilize any modes, as shown with figure 8.18. While
the reduction in growth rates indicate the stabilizing influence of these effects, it
does not account for possible synergism of weakened modes with dissipative effects. For this we would need to know how νc and χ⊥,c are influenced as well.
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Figure 8.18: Fast particle drifts have the potential to reduce interchange growth
rates. This plot is analogous to 8.17, except that here the crosses show the drift
effects described by equation 2.14 and 2.15.
Improved model descriptions would be useful, but also should be verified with
more complete simulations. The nonlinear behavior of these extensions may have
more important consequences and deserves further study.
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9

equilibrium transport

In the preceding chapter we demonstrated that interchange instabilities can play
an important role in limiting the achievable plasma beta. Furthermore, configurations which are susceptible to interchange but remain close to marginal stability,
may still exhibit increased transport from weak saturated modes. Weak MHD fluctuations have been observed in high performance W7AS and LHD plasmas suggesting that instability cannot be entirely ruled out as a primary transport mechanism.
Instabilities are certainly not the only factor contributing to beta limits in stellarators though. Several experiments in W7AS and LHD have pushed up against
the predicted equilibrium limit. In section 3.3 we described how experimental
operation required careful tuning to avoid these limits and achieve better performance. This was realized by reducing and/or countering the stochastic field formation in the plasma periphery. While magnetic field degradation can be mitigated, complete elimination at high beta has not been demonstrated and may not
be possible.
Previous studies of equilibrium beta limits have only included heuristic thermal transport models and therefore cannot appropriately describe confinement
when stochastic regions are present. A nonlinear MHD evolution code, such as
NIMROD, is not the most efficient tool for examining plasma equilibria either. Advancing the plasma in time requires more computational resources than an accelerated relaxation (used by HINT), functional minimization (used by VMEC and others),
or other more direct solution methods. NIMROD’s use is justified by the fact that it
is one of the only codes available that has an anisotropic heat transport model and
can perform global MHD simulations at realistic parameters.
We begin this chapter by describing the confinement response to variations in
the heat transport parameters. The results highlight the sensitivity of confinement
to parallel heat transport when stochastic fields are present. To more directly analyze these effects, we then consider simplified transport predictions based primar-
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ily on fieldline behavior. These are applied and compared directly with simulation results. Finally, we have compared reduced kinetic transport models for heat
transport on nested surfaces. This is a first step towards obtaining more accurate
parallel transport rates in low and intermediate collisionality plasmas.

9.1

Beta Limit Dependencies

In this section we will describe the transport involved in the stable simulations
shown in figure 8.1. To be specific, all of the simulations presented are numerically stabilized (yellow curve) with a 32x32 bicubic finite element mesh and ν =
1.3m2 /s. These findings have been affirmed by increasing ν and show the same
trends apart from an upshift in confinement. This is a consequence of further interchange stabilization, as demonstrated in figure 6.14. Increased poloidal resolution is expected to increase confinement by another 10% from better resolution of
anisotropic transport. Since the time evolution only involves the establishment of
transport balance, we will focus attention exclusively on the final steady state.
We begin by examining the equilibrium beta limit with a series of simulations
that have an increasing rate of applied heating. All transport and diffusive parameters, aside from the temperature dependent Spitzer resistivity, are uniform and
fixed. This allows us to focus directly on how changes in the fieldline structure
affect confinement. We use a cross field conduction of χ⊥ = 1m2 /s to represent
the average effect of anomalous microscopic transport which is not included in
the model (drift-wave turbulence, etc.). This is around 100x larger than the Braginskii prediction (equation 3.7), but is likely more representative of experimental
transport. The parallel thermal conduction is set at χk = 105 m2 /s which is in the
anisotropic regime of χk  χ⊥ . This corresponds to the Braginskii value at only
Te = 10eV so we will examine different values later in this section.
The changes in temperature and magnetic field as equilibria approach the beta
limit are shown in figure 9.1. At a very low applied heating rate the magnetic surfaces effectively retain the vacuum shape and isotherms almost perfectly match
(upper left). At increased heating rates, the temperature profile becomes steeper,
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Figure 9.1: As plasma equilibria become hotter, the formation of diamagnetic and
Pfirsch-Schluter currents break nested flux surfaces. Each plot in this figure shows
the steady state achieved in by simulations with identical parameters, except for
the applied heating rate. This value is quoted in the title for each case, along with
the resulting average plasma beta. The fractional shift of the magnetic axis is labeled in the lower left corner of each plot. The bold red line indicates the boundary of the volume over which beta was computed. As described in section 7.2, this
corresponds to the temperature iso-surface which is 10% of the peak value in each
case. The black circle shows the boundary of the computational domain.
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driving growth of diamagnetic and Pfirsch-Schluter currents. This causes the magnetic axis to Sharanov shift and the edge surfaces to break-up. Increasing the heating rate further continues this behavior until there are very few closed surfaces left
at a heating rate of 24MW (lower right). Here the Shafranov shift is approaching
1/2 of the minor radius, where complete loss of confinement is expected.
Even after large regions of stochastic field have formed, temperature gradients
are supported across most of the vacuum last closed flux surface (LCFS) volume.
This is possible because many of the stochastic fieldlines have long connection
lengths and χk is finite. We examine this behavior in more detail in the following section. Since the normal magnetic field at the simulation boundary is fixed
and ∇ · B = 0 is enforced, these simulations are net flux conserving. It is therefore,
not a surprise that the behavior qualitatively agrees with the beta limit observed
for a flux conserving stellarator by Loizu et al. (2017). The formation of a large
separatrix has not been observed. The biggest difference is that our model allows
pressure gradients to be supported after flux surfaces break apart, so the stochastic
fields can penetrate nearly all the way to the core. This is very similar to the beta
limit observed by Suzuki et al. (2020a), in spite of HINT being net toroidal current
free (rather than flux conserving). Since our model differs significantly from HINT,
we have performed a direct comparison between the codes, which is described in
chapter 10. In addition to the break-up of flux surfaces, HINT sees a separatrix form
at the magnetic axis in cases with the highest possible beta. This type of hard beta
limit is not encountered in NIMROD simulations because they are net flux conserving rather than net current free. Instead, the hardest limit would occur when there
are no longer any nested flux surfaces left around the magnetic axis. Even then,
it may be theoretically possible to increase beta further with additional heating as
long as the stochastic field can confine heat. In reality this limit would be challenging to observe. The plot on the lower right of figure 9.1 has a LCFS volume that is
11.5% of the vacuum.
To more closely analyze the heat transport in these results, we can compare
changes in the effective outward thermal conduction rate described in section 7.3.
This is shown, along with the temperature profiles, as a function of the minor ra-
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Figure 9.2: As the applied heating rate is increased, the temperature profile is lifted
up in the core, but the effective transport rate near the edge also increases. The
cases in these figures include those shown in figures 9.1. rψ is the average minor
radius of isotherms and χeff is computed using equation 7.3. The dashed vertical
lines show the approximate LCFS location for the case with the corresponding
color.
dius in figure 9.2. Within the LCFS (dashed lines), the temperature has a nearly
quadratic profile and the effective outward transport rate is pinned at the cross
field value χeff ≈ χ⊥ = 1m2 /s. Outside the LCFS, where fields are primarily
stochastic, the temperature profile flattens and the effective transport increases
rapidly. The radial component of magnetic fields here allow the large parallel conduction χk = 105 m2 /s to dominate the transport. As the temperature increases
and the LCFS moves inward, even more heat is required to overcome the larger effective transport and achieve higher beta. When the heating rate is doubled from
3MW to 6MW, the average beta increases by 46%, but when the heating rate is
doubled again to 12MW, beta only increases by 27%. This smooth degradation in
confinement is characteristic of the soft beta limit. Any attempt to define a specific onset point would need to be based on when the confinement has changed by
some arbitrarily chosen margin.
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Figure 9.3: Changing χ⊥ primarily affects the rate of heat transport across nested
flux surfaces, resulting in significantly different temperature profiles. These plots
are analogous to those shown in figure 9.2, but the cases here have the same Q
and χk with different χ⊥ . The yellow curves are the only ones repeated from that
figure.
We can further investigate the role of anisotropic conduction by varying the
transport coefficients. With a fixed applied heating rate, changing χ⊥ primarily
affects the heat transport across nested flux surfaces. This can be seen from figure
9.3. Since χeff ≈ χ⊥ inside the LCFS, the shapes of the temperature profiles change
significantly. This has a large influence on the average beta, as one would expect.
Changing χk , however, only affects the transport in regions where magnetic surfaces have broken up. Figure 9.4 shows that the effective conduction only varies
significantly outside of the LCFS. This changes the amount of heat which is confined in the stochastic edge region and acts like a weak pedestal to lift up the rest
of the temperature profile. In the core T has nearly the same shape for all cases,
but moves up or down in magnitude as the edge gradients change. This also has
an appreciable affect on beta, which indicates that the confinement is sensitive to
changes in χk .
The χk sensitivity indicates significant challenges for accurate prediction of the
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Figure 9.4: Changing χk has minimal impact on the core confinement, but significantly alters the temperature gradient over the edge region where the magnetic
field is stochastic. These plots are analogous to those shown in figures 9.2 and 9.3,
but the cases here have the same Q and χ⊥ with different χk . The yellow curves are
the only ones repeated from those figures. It should be noted that all of these cases
had the same numerical resolution, in spite of accuracy requirements described in
section 6.5. The only case where χeff deviates noticeably within the LCFS is at
χk = 107 m2 /s. While not insignificant, this error is much smaller than the transport differences on stochastic fields.
equilibrium beta limit. It foremost casts doubt on the validity of predictions that
use heuristic parallel transport mechanisms. Solving for the confinement with
highly anisotropic conduction also imposes high accuracy requirements, as described in section 6.5. The equilibria with hβi ≈ 2% have stochastic regions that
reach Te = 100eV (with χk /χ⊥ = 105 ) and higher beta see even larger Te in these
regions. At this temperature the Braginskii formulas (equation 3.7) suggest χk &
108 m2 /s. The resolution we have used in these simulations is insufficient to reach
this χk and errors can already be seen at χk = 107 m2 /s in figure 9.4. The Braginskii result, however, is based on a high collisionality assumption, which is likely
invalid at Te = 100eV. Measurements of χk are challenging to obtain experimen-
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tally as well. This motivates the more general parallel heat flux calculations we
describe in section 9.3. It is clear that accurately predicting the equilibrium beta
limit, requires detailed knowledge of both parallel and perpendicular conduction
rates along with the magnetic field structure.
The importance of the pressure profile shape in determining the beta limit has
also been investigated by Suzuki (2020b). In that work the shapes were prescribed
by hand to model changes in thermal transport balance. Our investigation examines this behavior self consistently. A relatively low Q was used in figures 9.3 and
9.4 so that none of the cases would be exceedingly close to the beta limit, which
results in several having small beta. It would be interesting to find where the beta
limit is for the different conduction rates presented. The spatial profile of the heating source will also have a strong effect on the transport balance and would be
an interesting part of future investigations. The situation becomes more complicated when transport coefficients vary spatially, such as predicted by Braginskii
(see equation 3.7). NIMROD has the capability to examine these effects as well.
Our observations of the equilibrium limit can be summarized by plotting how
the average beta varies with Q or the local beta on axis, β0 . This is shown in figure 9.5. The cases with matching χk and χ⊥ (marked by ’x’ in the plots) follow a
trajectory which is linear to start in both plots (highlighted by the black line), but
begins to roll over at higher temperatures. This is a more general form of the soft
equilibrium beta limit that was observed by Suzuki et al. (2020a) (shown in figure 3.2). The cases with the same Q but different thermal conductions (marked by
’+’) do not follow the same trajectory and instead suggest there will be a different
slope as the beta limit is approached for different conduction anisotropies. This is
most apparent in the plot on the left, which effectively magnifies the low beta side
of the plot, but also holds for the right plot. The difference in trends is closely related to the changes in the temperature profile shapes shown in figures 9.3 and 9.4.
This behavior has also been seen when the profile shapes are changed by hand in
Suzuki (2020b). The differences explored in that work are much larger than what
we observe, suggesting that the heating source would have to be responsible for
most of that variation. Comparing with figure 3.4, our simulations have nearly the
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Figure 9.5: The soft equilibrium beta limit can be seen by the deviation of points
with fixed conduction rates (marked by ’x’) from the linear initial trend highlighted
by the black lines. This data shows all of the points in figure 9.2 along with additional cases that have been run. The slope of the trajectories are different in both
plots when thermal conduction rates are changed (marked by ’+’). These points
contain all of the cases shown in figures 9.3 and 9.4. Both plots show the same
NIMROD simulation data with different variables on the x-axis. The plot on the left
highlights the dependence on the input parameter used in NIMROD to vary the equilibrium beta for a given thermal conduction rate, while the plot on the right highlights the variation in the parameter used in as input for HINT with a chosen profile
shape. The axes on the right plot are similar to those in figures 3.2 and 3.4.
same trend as the cases with quadratic pressure profiles (pf = 2). This agreement
is examined more closely in chapter 10.
In section 3.3 we described how the plasma beta is often predicted based on
the magnetic axis shift using equation 3.5. For comparison, we can replot the data
in figure 9.5 as a function of the magnetic axis shift. Figure 9.6 shows that there
is nearly a linear relation between hβi and ∆Ra /a for a set anisotropic conduction
rate, as highlighted by the solid line. This agrees with experimental observations
on W7AS and LHD, along with their equilibrium reconstructions, plotted in figure 3.6. Since our configuration is different, it makes sense that we see a different
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Figure 9.6: Our simulations show that plasma beta depends linearly on the magnetic axis position, as predicted by equation 3.5, but the slope depends on the rate
of thermal conduction present. This figure shows the same cases plotted in figure
9.5 using the same markers. The solid line shows an approximate fit to the cases
with χk = 105 m2 /s and χ⊥ = 1m2 /s and the dashed line is the prediction from
equation 3.5 using the vacuum geometric and rotational transform parameters for
our configuration. The blue ’+’ with hβi ≈ 2% and ∆Rax /a ≈ 0.2 is the least
anisotropic conduction we have used at χk /χ⊥ = 100. Here a specifically refers to
the distance between the magnetic axis and the intersection of the vacuum LCFS
with the outboard midplane for the horizontally elongated cross section.

153
trend than either of the experiments did. The slope also is significantly different from the prediction of equation 3.5, however, shown by the dashed line for
our configuration. In fact, it seems that the slope will depend on the conduction
anisotropy or temperature profile shape. The equation appears to over predict hβi
because it assumes low conduction anisotropy. The linear dependence of hβi on
∆Ra /a could still be useful for predicting the beta limit with the proper calibration.
The dependence on profiles/anisotropy would suggest that this relationship will
change with Braginskii or other temperature dependent conduction coefficients or
variations in the heating source.
While the coefficient relating hβi and ∆Ra /a is not effective for estimating the
beta limit based on vacuum parameters, Weller et al. (2006) has used it to describe
the beta limit in experiments with non-vacuum parameters as well. Figure 3.5
shows the comparison between observed beta and hβi = aῑ2 /Raxis which is the
predicted value for ∆Ra /a = 1/2. This equation uses a, ῑ, and Raxis from the observed plasma rather than the vacuum. The specific definition of the plasma radius
was not presented, but can have a major effect on the result, as shown in figure 9.7.
On the left we used the average radius of the LCFS and on the right we used the
vacuum LCFS radius. ῑ and Raxis were taken from the equilibria in both cases.
Neither of these descriptions match the hβi in simulations and it isn’t clear that a
different definition would be much better. The line representing hβi = aῑ2 /Raxis is
certainly not a good representation of the points closest to the beta limit, as it was
intended. It is possible that this discrepancy comes from our definition of beta. Using a different volume in the calculation can have a large impact, but it isn’t clear
what volume should be chosen. It is also worth noting that the simulations used
here are expected to have lower beta as described in section 6.5. This is a relatively
small effect and isn’t expected to change any of the conclusions we have made.

9.2

Fieldline Proxies

The simulations described in the previous section demonstrate the important role
that stochastic magnetic fields play in determining plasma beta and how transport
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Figure 9.7: The predicted beta limit using equilibrium parameters is a poor description of simulations, particularly as they approach the limit. These figures
show the observed beta on the y-axis and the predicted limit from equation 3.5
on the x-axis. The solid line shows where the two are equal (slope of 1). Both plots
show the cases in figure 9.5 using the same markers. The plot on the left uses the
equilibrium LCFS as the plasma radius whereas the vacuum LCFS is used on the
right.
in these regions is primarily controlled by χk . To better understand this we will
take a closer look at the fieldlines in our simulations. Their behavior can be used to
predict the effective thermal conduction rate as described by the theories in section
3.5. Comparing these directly to the results of our simulations can help uncover the
aspects which are most responsible for transport. For this we will primarily focus
on the highest beta case shown in figure 9.1, since it has the largest region with
stochastic fields. There are essentially 4 different types of fieldline behavior which
can be seen in this equilibrium, as demonstrated by the samples shown in figure
9.8. In the core fieldlines follow smooth nested surfaces at constant rψ . Further out
there is a mix of small magnetic island chains and nested surfaces which corrugate
around the islands. Outside the LCFS there is a mix of remnant island structures
and stochastic fieldlines. Many of the fieldlines which are just outside of the LCFS
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Figure 9.8: The fieldlines shown in these plots are representative of the variety of
behavior present in our high beta equilibrium. They come from the equilibrium
in the right most plot of figure 9.1. Here fieldlines are individually colored in the
Poincare plot on the left. The variation in pseudo-flux surface average radius, rψ ,
as a function of path length, `, from the start of the fieldline is plotted in the same
color on the right. Each fieldline was followed 25 toroidal rotations in both directions unless it intersected the domain sooner. We use isotherms to define the
pseudo-flux surfaces, which closely match most of the nested flux surfaces, as exemplified by the fieldline shown in blue. Very close to the magnetic axis there is
some misalignment which is inconsequential to our results, but does create artifacts in later plots.
are confined for large distances. The fieldlines further out are much shorter and
rapidly exit the domain. The fieldline starting positions (` = 0) are all on the
midplane (Z = 0) of cross section shown. In spite of this being a symmetry plane in
the configuration, there are clear differences in the paths followed in each direction
for the stochastic fieldlines. This is a consequence of the chaotic nature of these
fieldlines. The paths were constructed by an adaptive integrator using tolerance
near machine precision. The largest source of error is therefore in the finite element
interpolation within the poloidal plane where no inherent symmetry is enforced.
The different fieldline types will each affect the heat transport in different ways
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and none exist in complete isolation outside of very narrow regions. Most of the
plasma has a mix of different types with a smoothly varying composition so the
average beta will depend on their combination. Confinement in the stochastic region is highly affected by the balance of long and short fieldlines, relative to χk
and Q. Fieldline conduction models require averaging over flux surfaces to account for the composition of different fieldline types which may be present. Our
methodology uses rψ = constant to define pseudo-flux surfaces in this average.
These surfaces can intersect multiple fieldline types, as illustrated by the dashed
line. This introduces complications when some fieldlines leave the domain earlier
than others as explained in section 3.5. The fluid model, described by equation 3.9,
only depends on the radial component of the local magnetic field. This translates
to the local gradient in the right plot of figure 9.8, since b = Bψ /|B| = drψ /d`. It is
clear that sampling this at an arbitrary position is unlikely to provide a complete
description of stochastic fieldlines. A well resolved surface average is an improvement, but the Rechester-Rosenbluth (RR) and Fourier transform (FT) methods go
further by incorporating information from along the fieldline.
The RR formulation is based on the assumption that radial steps, ∆rψ , can be
described as a normally distributed random variable. This would only be appropriate for a stochastic fieldline, such as the yellow line in figure 9.8. It is possible
that such a description could also give rise to the shorter purple fieldline, but it
is unlikely we could recover the distribution effectively with the boundary terminating it after only a short distance. If we divide a single fieldline into small
increments of length ∆` = δ` = 4mm, the distribution appears to be far from normal. A similar distribution is seen when b is sampled from different positions on a
pseudo-flux surface, as should be expected (b = drψ /d`). These distributions are
shown in figure 9.9. They appear to be more representative of a Levy process, as
demonstrated in figure 3.12. The most important difference between Brownian and
Levy processes for describing diffusion is how the variance of ∆rψ changes with
increment size. As described in section 3.6, Brownian processes have (∆rψ )2 ∝ ∆`.
A Levy process, on the other hand, has a power-law (∆rψ )2 ∝ (∆`)α with α > 1.
When this is evaluated for the individual fieldlines shown in figure 9.8 the results
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Figure 9.9: The normalized probability density for the radial step size ∆rψ with
increments of ∆` = δ` = 4mm appears to follow a unimodal distribution with
heavy tails (left plot). This is in close agreement with the distribution of infinitesimal steps (b) when sampled from a pseudo-flux surface (right plot), rather than
along a fieldline. The normal distributions with matching variance are shown by
the black lines for reference. The increment size (∆`) matches the largest step size
used by an adaptive integrator while following the fieldline. It therefore approximately describes the continuum limit of the process while respecting the finite
numerical discretization.
are highly affected by random fluctuations and the best description is not entirely
clear. Averaging over many fieldlines started from the same pseudo-flux surface,
we obtain the behavior shown in figure 9.10. Over a short distance (left plot) the
variance does exhibit a power law growth, as the distributions in figure 9.9 would
suggest. If we look at longer distances (right plot), however, the variance appears
to grow linearly for most fieldlines. This suggests that the distribution may change
with longer increments.
To get a better idea of why this behavior is observed, we can plot where the
increments occur along the fieldline. Figure 9.11 shows this for all of the different
fieldlines in figure 9.8. There is a clear pattern to how radial step sizes occur, which
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Figure 9.10: The variance in the distribution of ∆rψ exhibits power-law growth as
∆` initially increases (left plot). For much larger increments, the growth is nearly
linear (right plot). This figure was created by following 900 fieldlines simultaneously in both directions which were started at the same rψ as the fieldlines with
matching colors in figure 9.8. The rapid oscillations by the purple curve for large
increments is primarily the result of a large fraction which leave the domain. This
is shown in more detail later.
breaks the independent and identically distributed (IID) assumption of both Levy
and Brownian processes. In fact, the pattern occurs not just for stochastic fieldlines,
but for every fieldline shown. To understand the source of this pattern, it is useful to replot the data as a function of the poloidal angle 
visitedby each fieldline.
0
, does not define
Unfortunately, the geometric poloidal angle, θ = tan−1 Z−Z
R−R0
a unique position on a fieldline, as can be seen from figure 9.12. This causes unwanted distortion in the fieldline plots, as we will soon show. This issue also exists
if the VMEC poloidal angle is used (see figure 4.(b) in Reiman et al. (2007)) and can
only be avoided by using some form of straight fieldline angle. We will use the
linear fits shown in figure 9.12 to define the fieldline poloidal angle Θ. The effect
of plotting ∆rψ as a function of these different poloidal angles is shown in figure
9.13. Comparing with figure 9.11, the distortion in the θ plot (left) is evident, but
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Figure 9.11: There is a clear pattern in how radial step sizes ∆rψ change along the
path of fieldlines. This figure shows the same fieldlines as figure 9.8 with matching
colors. Increments of ∆` = δ` = 4mm are plotted here. A similar pattern is seen
for all fieldline types (nested, islands, or stochastic), but the size of the steps and
frequency of the pattern are significantly different.
the periodic structures remain. We will use Θ for the remaining fieldline variation
plots in this section to avoid the distortion. The vertical dashed lines in these plots
show the outboard midplane crossings (multiples of 2π). This is almost exactly
aligned with where the largest radial steps occur for every fieldline.
This type of periodic fieldline behavior was also seen in the W7AS equilibrium
constructed with PIES by Reiman et al. (2007) (see figure 3.11). In that work, the
radial fieldline jumps were only large enough to be evident on stochastic fieldlines and the behavior was attributed to the Shafranov shift. While the Shafranov
shift significantly increases the flux compression at the outboard midplane, it is
not the only factor which can contribute. Different coil configurations, for example, can alter the flux compression, as shown by the different cases in figure 5.4.
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Figure 9.12: While the length, `, and toroidal angle, φ, describe unique positions
on a fieldline, the geometric poloidal angle, θ does not. This can be seen by comparing φ = constant (vertical) with θ = constant (horizontal) intersections with
the fieldlines plotted as solid colors. These fieldlines are the same which were
shown in figure 9.8 with matching color. The high frequency oscillations correspond to the toroidal field periodicity (in φ), whereas the slower variation occurs
during each poloidal rotation. The dashed lines show a straight fieldline poloidal
coordinate, Θ, which was determined by a linear fit to the geometric coordinate.
In fact, we do still see larger ∆rψ occurring near the outboard midplane with the
vacuum magnetic fields, as shown in figure 9.14. The radial step sizes are much
smaller than at high beta, suggesting that the Shafranov shift is a contributing factor. To demonstrate that flux compression is responsible for the fieldline behavior,
we have plotted the |∇rψ | (proportional to ∇ψ) for both cases in figure 9.15. This
matches the pattern of the radial step sizes shown in figures 9.13 and 9.14. While
the sizes do not appear to be directly related, the same general trend is observed.
This could suggest that step sizes follow different distributions near and away
from the outboard midplane. Separating the increments from figure 9.9 within
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Figure 9.13: The largest radial steps for every fieldline occur around the outboard
midplane crossings, marked by the dashed lines. The data shown in these two
plots is the same as in figure 9.11, but has been plotted in terms of the geometric
(left) and straight (right) poloidal angles. The patterns now align for every fieldline, but the non-uniqueness in θ mixes up some of the positions. It is therefore
clearer to show data in terms of Θ.
θ < π/4 of the outboard midplane from the rest, we find the 2 distributions shown
in figure 9.16. The radial steps taken near the outboard midplane (red) are much
closer to a normal distribution, while the increments away there still have much
heavier tails than a Gaussian. Even though a much smaller fraction of increments
occur near the outboard midplane, their larger in step sizes could mean they better
represent the fieldline overall. Reiman et al. (2007) suggested that these systems
could still be accurately described by a Brownian process, if the increments were
long enough to average over the entire poloidal rotation of a fieldline. We will
denote this length as `θ , which is different for each fieldline and can also vary from
one rotation to the next, as can be seen by the peaks in figure 9.11. This is roughly
the length where the variance changes from power-law to linear growth in figure
9.10 as well. It was not directly justified that `θ increments can be described by a
normal, IID random variable by Reiman et al. (2007), so it is worth investigating

162

Figure 9.14: Even the vacuum magnetic field, with no Shafranov shift and mostly
nested flux surfaces, has larger radial steps occurring around the outboard midplane crossings, marked by dashed lines. The fieldlines shown in this plot were
started from the same geometric (R, Z, φ) positions as the fieldlines with matching
colors in figure 9.8, but due to the Shafranov shift in that case these fieldlines do
not start at similar rψ . All fieldlines either follow nested surfaces or small island
chains, so the differences between lines are not intended to show any meaningful
trends.
this further before applying the calculations.
Plotting the change in fieldline radial position at intervals of `θ shows that there
is no longer any obvious structure to the behavior, as can be seen in figure 9.17.
This would suggest that these increments may be more appropriately described
by an IID random variable. To examine the step size distributions, we have binned
900 increments of an individual stochastic fieldline and the first increment from
900 different fieldlines sampled from pseudo-flux surfaces at 2 different radii in
figure 9.18. While many surfaces exhibit noisy distributions, such as the ones in
the bottom row, they are all much closer to normal. This can be seen from either the

163

Figure 9.15: The distance between flux surfaces, described by 1/|∇rψ |, is smallest
(|∇rψ | is largest) near the outboard midplane, marked by dashed lines, for both the
high beta configuration (left) and vacuum (right). These plots show the variation
in the coordinate gradient along the same fieldlines plotted in figures 9.13 and 9.14.
The patterns in |∇rψ | have close similarity to the behavior of ∆rψ . These plots were
produced using ∇rψ = (drψ /dT )∇T .
variance (demonstrated by the distributions fit) or the kurtosis, which is around
2.5 (Gaussian is 3). The distributions sampled from an individual fieldline and
many different fieldlines have a similar shape and strength of noise in most cases,
but often a significantly different variance. We therefore observe that a Brownian
random variable can represent stochastic magnetic fields over distances larger than
a poloidal rotation, but many different fieldlines must be sampled to provide an
accurate description. The difference between the variance of step sizes from finite
(poloidal length or longer) increments and infinitesimal ones capture by hb2 i, is
the primary feature which must be captured by the autocorrelation length, Lac .
This can be seen when comparing equations 3.10 and 3.12. It gives further context
for why the coefficient is non-trivial to compute and should not be overlooked.
While we have shown that it is necessary to consider increments which are
as long as a single poloidal rotation, Rechester and Rosenbluth (1978), Krommes
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Figure 9.16: When the increments are separated into near (red) and far (blue) from
the outboard midplane, the two populations have highly different variance in the
step sizes, but each is closer to the respective normal distribution, shown by the
solid line of the same color. These plots show the number in each bin rather then
the normalized probability density to more appropriately compare the different
populations. The right side shows a zoomed in view of the plot on the left. The
combined distribution of all the increments was shown in figure 9.9.
et al. (1983), and others have suggested that a Brownian description only rigorously
applies as ∆` → ∞. To get an idea of the effect longer increments have, we have
compared Dfl computed with the ∆` = `θ increments to ∆` = 1300m in figure 9.19.
The only significant differences are on stochastic fieldlines in the region 0.33m <
rψ < 0.47m. The fieldlines here are mostly well confined and only a few leave the
domain in `θ , but a larger number do in 1300m. This can be seen in figure 9.20.
A significant fraction of the the stochastic fieldlines eventually leave the domain,
but the rate is quite slow for the ones closer to the LCFS. The fieldlines that leave
the domain have large ∆rψ and smaller ∆`, so they are major contributors to Dfl .
In the limit ∆` → ∞, only the fieldlines which leave the domain would have a
non-zero Dfl . In this limit we could expect Dfl to be larger for rψ < 0.47m, with
non-zero values approaching the LCFS. Intuitively we would expect Dfl be smooth
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Figure 9.17: When increments cover a full poloidal rotation (∆` = `θ ), the step sizes
appear to vary randomly along every fieldlines. This is entirely different from the
behavior seen with small increments in figure 9.11. The same fieldlines are shown
in the plot on the left, with the only the increment size changed. The radial step
sizes for the yellow fieldline are plotted over a much larger distance on the right
to show that no patterns are evident on longer scales either. Plotting this data in
terms of Θ would line up the increments (by definition), but does not illuminate
any other patterns.
and monotonically increasing in this region, since there are no clear features that
should result in sharp changes. Using both larger ∆` and more fieldlines in the
averages would therefore improve calculations further, but come at a significantly
larger computation cost. To balance these costs, we follow 900 fieldlines for 50
toroidal rotations in each direction when computing χeff .
The large contribution to Dfl from fieldlines which intersect the domain challenges the Brownian process description. While the analysis for ∆` = `θ suggests
that the diffusion may be Brownian for well confined fieldlines, once a fieldline has
entered a region with laminar (rapid, but not necessarily direct) connection to the
domain boundary, the behavior is primarily non-diffusive. Instead, fieldlines are
essentially picked from the step size distribution and moved to the boundary. This
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Figure 9.18: The distributions of radial step sizes averaged over a full poloidal
rotation are much closer to following a normal distribution. Here we show examples from 2 nearby surfaces for both repeated samples of a single fieldline (left
column) and increments sampled from different fieldlines on the same starting
surface (right column). The steps shown in the top row follow the normal distribution described by the variance (black curve) very closely, while those on the
bottom row do not. In spite of this, the spread of increments does appear to be
reasonably well captured by the normal distribution in both cases, suggesting that
deviations could be random noise. In some cases using even larger increments
brings the distribution closer to normal, but this is not universally true.
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Figure 9.19: Vastly different increment lengths produce nearly identical magnetic
diffusion coefficients, except for the stochastic field region 0.33m < rψ < 0.47m.
The differences would likely be larger further inward towards the LCFS (inner
black dashed line), at greater ∆`max , but these tests are computationally expensive. The direct laminar transport to the wall becomes the dominant effect after
the peak near the position of the vacuum LCFS (outer black dashed line). Dfl was
computed using equation 7.4 with ∆` = min(∆`max , Lc ). `θ varies for each fieldline but is about 35m. For the case with larger ∆`max , the fieldlines were followed
for 50 toroidal rotations.
can be seen from the plots of poloidal increments near the boundary, and longer increments further inside, in figure 9.21. The rapid transport along fieldlines which
have become laminar introduces a clear dependence on the wall position (whose
distance is marked by the vertical red line), which is not explicitly included in the
formulation, and is completely absent from the fluid model as well. This would
suggest that computations of LAC should also be sensitive to the fieldlines which
intersect the domain and would only converge smoothly on fieldlines which are
entirely confined as ∆` → ∞. When a large fraction of fieldlines intersect the
domain, the overall distribution loses unimodality and the common statistical de-
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Figure 9.20: The further stochastic fieldlines are followed, the more likely they
are to leave the domain. The number of fieldlines that are lost once they intersect the boundary is plotted as a function of distance here. The different colors
correspond to starting surfaces which match those of the same colors shown in
figure 9.8. While fieldlines starting from the purple surface are only ones shown
that leave in Θ < 125, fieldlines from the yellow surface are also eventually lost at
larger distances.
scription is less meaningful. Since the mean becomes non-zero, h(∆rψ )2 i no longer
corresponds to the variance. With a Brownian model, it would describe the distribution plotted in magenta, which is a poor match to the data. The fieldlines which
are still confined closely follow the normal distribution plotted in black, but this
has a much smaller variance. In the limit ∆` → ∞ any fieldlines left in this part of
the distribution have vanishing contribution to Dfl , so this variance is not useful
unless the definition of Dfl is changed.
This could motivate consideration of different metrics for describing the magnetic field. The mean, median, and skewness could be natural candidates. The
skewness was used to explain transport differences between vacuum configura-
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Figure 9.21: As fieldlines hit the boundary, they are effectively moved from the central distribution to a separate population at the boundary, since we cannot follow
them further. This not only breaks the unimodality of the original distribution, it
can modify the original shape by selectively removing fieldlines. Both plots here
illustrate this behavior using drastically different increment sizes for different surfaces. Both central distributions appear to be nearly Gaussian, but with nonzero
mean and skew. The normal distribution plotted in black corresponds to h(∆rψ )2 i
relative to the initial surface (assuming zero mean). The red line shows the distance
of the boundary from the starting surface.
tions by Suzuki et al. (2016). That work focused on the region outside of the LCFS,
but did not describe the increment size that was used or where the boundary was
located. They also used chaotic coordinates as a basis for the calculations and the
full shape of the distribution was not shown. It is therefore not easy for us to compare with this work. In our case, the mean, median, variance, and skewness do
not appear to be appropriate metrics because of the bimodal nature of the distribution when fieldlines intersecting the wall are included. Instead, we believe that
the fraction of fieldlines which intersect the domain after being followed very far
(ideally to ∞) provides a better means to quantify the behavior. This is closely related to Lc and LK which also showed consistent results in Suzuki et al. (2016). We
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Figure 9.22: The best indicators of overall fieldline behavior are the fraction of fieldlines on a surface which leave the domain (left), the length of fieldlines (right, blue),
the Kolmogorov spreading length (right, red), and the magnetic field diffusion coefficient shown in figure 9.19. The most accurate results for each are obtained by
following fieldlines very long distances and averaging the contributions of many
fieldlines which intersect a representative surface. All of the metrics show similar
trends, but none have entirely the same shape.
can increase the reliability of these length scales beyond individual fieldline values
by surface averaging them. The inverses of these lengths are shown in figure 9.22
since each is expected to approach infinity near the core. While these curves differ
in shape, they all demonstrate a change of behavior when crossing the LCFS with
continued growth beyond it. This is similar in many ways to Dfl (see figure 9.19),
so we believe it will be a useful metric until the laminar behavior becomes dominant at rψ ≈ 0.55m. The calculated values for all of these metrics should continue
to improve as fieldlines are followed further and more refined averages are used.
As a result, we believe that the Dfl and LK contributions to the RR transport model
can still provide an effective description even though the fieldline behavior is not
exclusively Brownian. The laminar phase, and the length a fieldline must be to
reach it, plays an important role in the radial transport and should not be ignored.
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Now that we have computed Dfl and LK for our configuration, it is worth backing out Lac to evaluate which transport regime is expected to be most relevant
based on the arguments presented in Krommes et al. (1983) (see their table 1). We
can compute Lac by inverting equation 3.12, and avoid the challenges associated
with computing it directly, which were discussed in section 7.4. The result shows
that Lac ≈ Ls near the LCFS, so the shear scale length could be a good approximation when it can be computed (on nested flux surfaces). The only parameter which
is not rigorously described is δ⊥ . Krommes et al. (1983) suggest this parameter may
be approximated by the ion gyro-radius and Kadomtsev and Pogutse (1979) suggest it is approximately the electron plasma skin depth. Both are much smaller
scales than our simulations capture and neither choice alters which regime our
results appear to be in. Our configuration is well within the collisional regime (usp
ing either τ = τ⊥ or τ = τK ) and has Lac < δ⊥ vth λmfp /χ⊥ which suggests that
the fluid model is not applicable. The Kodomstev-Poguste model also does not
p
apply since LK < δ⊥ vth vth /χ⊥ λmfp . Instead, λmfp < LK < vth λmfp /χk which
determines the RR model to be the one which is valid.
We are now ready to compare the collisional heat flux predictions described in
sections 3.5 and 7.4 to the results of our simulation. We will continue using the
same high beta case and apply the computations throughout the entire domain.
The regions inside the LCFS and out near the computational domain are clearly
non-Brownian, so the RR model is not applicable. The results of the FT model
should also be viewed as exploratory since the model was designed for a low or
mixed collisionality plasma and not the high collisionality limit we are applying.
Applications with lower collisionality are discussed in the next section. Figure 9.23
shows that all of the transport models have the same qualitative behavior obtained
with anisotropic transport in NIMROD. Over the entire domain, the fluid model appears to be in best agreement with the simulation, but it is nearly matched around
rψ ≈ 0.52m by the RR model. The FT model is the clear outlier in this region. It is
not surprising that all of the models differ near the simulation boundary since none
of them explicitly account for it. Therefore, the stochastic field region between the
LCFS and the where the vacuum LCFS used to be, marked by the dashed black
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Figure 9.23: All of the fieldline transport models capture the qualitative behavior
seen in simulations (solid black curve), but none match the result across the entire
domain. The dashed line just inside of rψ = 0.2 marks the approximate position
of the LCFS and the dashed line near rψ = 0.55 is where the vacuum LCFS used to
be. We have subtracted the uniform χ⊥ = 1m2 /s from the simulation to directly
compare the parallel transport contributions. This means all of the plotted results
are expected to be zero on nested surfaces.
lines, is where the transport predictions should be most useful. The RR model
may be improved between here and the LCFS with more computational resources,
but it is unlikely that it would be able to match the simulation perfectly. The FT
model has been tested for convergence in both the length fieldlines are followed
and the spacing used in the discrete Fourier transform. As long as the fieldlines
were followed for more than a full poloidal rotation and the spacing was less than
1m, the outcomes were largely insensitive to these changes.
The results shown in figure 9.23 are generally consistent with expectations, but
the agreement of the fluid model is somewhat surprising. How we have implemented the calculations could be uniquely benefiting the fluid model. Using the
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isotherms of an anisotropic diffusion problem as the pseudo-flux surface basis for
computing fieldline transport could be improving the result indirectly. While this
seems unlikely, further investigation would be required to rule it out entirely. It
is also possible that the RR or FT models suffer from over-complication. The existence of a boundary which limits the fieldline following, but is not explicitly included in the models seems like the most apparent flaw. It turns out, however, that
a much simpler model with χeff ∝ χk /hLc i can have nearly the same level of agreement with the simulation that the fluid model does. Without physical reasoning
for the constant of proportionality, one should not expect this to be a universally
applicable model, but it could be used to make an argument along the lines of
Occam’s razor. Nevertheless, none of the fieldline transport models are capable
of entirely matching the full anisotropic diffusion solution. The lower cost of the
models comes at the price of non-trivial discrepancies. There does not appear to
be a sufficient replacement for a 3D transport solution in the collisional limit, even
neglecting consistent evolution of the magnetic field. This is most likely a consequence of the high sensitivity to the magnetic field which anisotropic conduction
introduces.

9.3

Low Collisionality Extensions

While NIMROD is only able to simulate collisional transport in a fully nonlinear, self
consistent manner at present, the high beta stellarator equilibria we have produced
are nearly collisionless at the LCFS. This could have a significant impact on the effective transport in stochastic field regions, which we have demonstrated play a
major role in determining the soft beta limit. In the high beta simulation examined in the previous section, λmfp ≈ 80m for the electrons near the LCFS. This
is beyond limit where the Braginskii model is reliable. We will demonstrate this
by directly comparing with the collisionality independent conduction models described in section 3.4. To be specific, we will evaluate the FT model without any
collisionality assumptions along with the complete integral calculation and Braginskii for reference. While such a comparison is only meaningful in regions where
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fieldlines are stochastic, the present implementation of the non-local models does
not include boundary conditions. As a result, we cannot apply the computations
anywhere that fieldlines may intersect a fixed boundary. Because of these limits,
we will only consider simple, artificial problems in this work. This will serve as an
initial step towards extending our models of heat transport in fusion plasmas.
Each method determines the parallel heat flux, which we will compare indirectly through their contributions to χeff . The integral method has been applied
this way by Held et al. (2001) for an RFP configuration, but that work only used individual random positions on each surface. We will continue to average over thoroughly covered surfaces to provide a macroscopic description. As we approach the
collisionless limit, the transport becomes highly non-local which requires following fieldlines long distances when computing the integral of FT models. We have
tracked the lengths individual fieldlines must follow to converge results to within
1%for every case considered in this section. In general, the FT method requires
nearly the same length that the integral method does. As with the fieldline integration, step sizes for the integral calculation are chosen adaptively to meet high
tolerance. The FT calculation requires uniform step lengths. Fortunately, the step
sizes required for convergence do not appear to be sensitive to the collisionality in
the cases we have tested.
For the first direct comparison of these transport models we will construct a
simple 2D test case with nested surfaces. For any such case, if a uniform source
(or no source) is used and χk  χ⊥ , then qk ≈ 0 and χeff ≈ χ⊥ . This will tell us
nothing about the parallel transport calculations we are interested in, so we will
instead use an artificial case where B · ∇T 6= 0 by construction. To examine a
range of values B · ∇T we will embed a magnetic island inside a box described
by coordinates (R, Z), with a temperature profile that varies linearly in R. This
configuration is shown in figure 9.24. If we choose ∇T/|∇T | as the direction to
compute χeff in, then χeff ≈ hχk b2 i with b = B · ∇T/|B||∇T |. The temperature
gradient we have set up reduces this definition of the effective transport to be in the
R direction with b = BR /|B|. χeff will therefore be proportional to the perturbation
strength used to produce the magnetic island, which we have chosen to follow one
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Figure 9.24: A magnetic island with nested flux surfaces can be used to examine
parallel conduction rates if an artificial temperature is applied. The Poincare plot
of magnetic island is show in black. The temperature distribution is specified to
be uniform in Z with a linear profile in R, as shown by the colored contours.
half period of a sinusoid.
In order to use relevant collisionality in this problem, we have set the same uniform n0 = 2.5 × 1019 that is in our stellarator configuration. We can then adjust
λmfp by the temperature we set. We will begin by considering a low temperature
plasma with λmfp = 14cm at the center. This is well into the collisional regime, so
we would expect the integral and FT methods to match the Braginskii model. Figure 9.25 shows that the integral calculation agrees almost exactly with Braginskii,
but the FT method gives a different result within the island separatrix. While the
FT is supposed to be applied along a fieldline, as described by Ji et al. (2016), we are
able to recover the appropriate behavior with the method if it is instead applied
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Figure 9.25: At high collisionality, the non-local integral heat conduction (blue)
agrees almost exactly with the Braginskii model (black), as expected. The FT
model, however, deviates significantly within the island separatrix when it is applied to fieldlines (red), as intended. The correct behavior can be recovered if the
model is instead applied along surfaces (yellow) since it reduces to the Braginskii calculation in this collisionality regime. The electron temperature in this case
varies linearly from 10 to 20eV
along the pseudo-flux surfaces. This is expected since the model reduces exactly
to the Braginskii calculation in the limit ĥn → 4πχk /vT λn (described in section
3.5). This suggests that there is a flaw in the model at high collisionality which
is a consequence of lowest Fourier amplitude of b along a fieldline differing from
the value of b at the starting position. This is likely the reason that the FT model
also gave inaccurate results for stochastic fields in the previous section. While it is
straight forward to apply the method when φ is an ignorable surface coordinate,
it is not trivial to see how this could be used with a generic 3D surface.
We have also applied all of these calculations to higher temperature cases. The
results are shown for λmfp = 2.6m and 242m in figure 9.26. The Braginskii model
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Figure 9.26: As the collisionality decreases, the assumptions involved in the Braginskii model (black, goes above plotted scales) break down and it is known to
vastly over predict the parallel conduction rate. The integral (blue) and FT (red)
calculations agree outside of the island separatrix, but the FT model still disagrees
within the island. Applying the calculation to surfaces (yellow) does not capture
the correct fluctuation scales in this limit either. In the left plot the temperature
varies between 20eV and 120eV and on the right it is between 500eV and 1keV.
is not valid in this limit and its shortcomings are the motivation behind the more
complicated non-local calculations. In both cases, the FT method differs from the
integral calculation within the island separatrix by a similar amount. This discrepancy persists even when the island size is vastly reduced relative to the size
of the system (not shown). Applying the method to surfaces no longer recovers
the proper result either. Instead it significantly underestimates the parallel conduction as higher order Fourier components are required. This has prompted reexamination of the FT model to see if it can be corrected. The right hand plot in
figure 9.26 has a similar λmfp at the center to the LCFS of our high beta configuration in the previous section. This leads to the conclusion that a non-local transport
model would be required to appropriately evaluate the equilibrium beta limit in
this configuration. At the very least, these models should be used to better inform
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what the most relevant range for χk is in the configuration.
While the natural follow-up would be to apply the integral transport model
directly to the high beta stellarator case in the previous section, this is not feasible since many of the stochastic fieldlines eventually intersect the wall. A nonlocal conduction model is unlikely to produce the correct results unless the proper
boundary condition is explicitly included. We may be able to get some insight
by selecting fieldlines which are confined long enough to converge the transport
integral, but this is likely to be a poor overall representation, as was observed in
the previous section. It should be possible to include the proper boundary conditions, but further work is required to derive and test them on simpler problems
first. As an alternative 3D test, we have driven large magnetic islands inside the
LCFS of a finite beta stellarator using a loop voltage. This case was produced with
Q = 3MW, χk = 105 m2 /2, and χ⊥ = 1m2 /s. Figure 9.27 shows that the islands
are large enough to significantly perturb the isotherms at this χ⊥ , but they still
deviate significantly from the fieldlines. This complicates the physical interpretation of χeff in this case, but still allows us to compare the relative sizes of parallel
conduction within the islands.
This case has a similar collisionality to the slab case shown on the left of figure 9.26, so it is no surprise that we see a similar relation between the Braginskii
and non-local conduction models. Figure 9.28 also shows that the conduction rate
observed in the simulation is smaller because of the fixed χk value we have chosen. The integral and FT model show similar qualitative behavior despite issues
described in the slab case. There is significant quantitative disagreement between
the models which could partially be masked by the isotherm deformations in this
case. While the integral calculation includes effects which cannot be captured by
a local model, we can still compare with them to inform the range of χk which is
most relevant. In figure 9.29 we have replotted the integral result along with local
conduction models that have χk = 6 × 105 m2 /2 (red) and χk = 2.5 × 105 m2 /2 (yellow). These values were chosen because they provide a reasonable match to the
integral conduction rate at the inner and outer island chains respectively. When
the proper temperature dependence is included in the local model we can pro-
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Figure 9.27: A constant loop voltage of 2V is used to produce large magnetic islands inside the LCFS of a finite beta stellarator equilibrium. The Poincare plot of
the resulting magnetic field is shown for Z > 0 (black points). The islands are large
enough to locally flatten the temperature with an anisotropic thermal conduction
of χk /χ⊥ = 105 . The resulting corrugated isotherms are shown for Z < 0, colored
by the total temperature scale on the right.
vide a reasonable fit to both island regions. This is shown by the purple curve
which has χk ∝ T 5/4 which is substantially different from the Braginskii temperature dependence. If we were to reproduce the plasma equilibrium with a more
closely matching local parallel conduction model, we would expect some changes
to the temperature, primarily resulting from the stochastic region outside of the
LCFS. This could feed back on the result of the integral conduction calculation.
One can imagine that through a slow, iterative process it may be possible to approach a more consistent result on the global scale, with existing methods. This
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Figure 9.28: Comparing the Braginskii and non-local conduction models shows
similar qualitative behavior to that in the left plot of figure 9.26. Here λmfp = 4m
at rψ = 0.3m, but the results are complicated by the perturbation of isotherms
and 3D nature of the configuration. Once again the Braginskii model (black) over
predicts the thermal conduction rate and the FT model (red) is likely flawed. The
transport rate within the simulation (yellow) has a fixed value of χk which happens
to be lower than the integral calculation (blue) predicts.
would miss smaller scale effects of the non-local conduction model which require
a more direct coupling to the plasma evolution. Nevertheless, we find that for this
case the parallel conduction seems to be well within the range we have investigated
in section 9.1. The application of the non-local model to stochastic magnetic fields,
where χk has the largest impact on global confinement, is the next priority in this
line of investigation.
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Figure 9.29: To get a sense for the size and dependence of χk that is predicted by
the integral model we can compare its results with local models that have different
conduction rates. The data shown by the blue curve is the same as was plotted in
figure 9.28. The fixed χk rates which would best approximate the integral result
in each island are shown by the red and yellow curves. The purple curve shows
a temperature dependent χk that gives the best possible approximation in both
islands. While these can roughly capture the trend, they are unable to provide a
quantitative match.
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10 comparison with hint
Several of the equilibrium beta limit effects that we described in the preceding
chapter have also been examined with the HINT code, as discussed in section 3.3.
While the results have many similarities, they cannot be directly compared for multiple reasons. The first is that we have examined different stellarator configurations
which are likely to behave differently. The second is that we have used significantly
different anisotropic heat transport models. Finite parallel conduction in HINT is
achieved by averaging a finite length along fieldlines as described by equation 3.2.
NIMROD, on the other hand, uses the anisotropic model in equation 3.6. We can
find more differences, such as the location of the simulation boundary, the plasma
resistivity profile, and others, but the first two mentioned are believed to be the
most important. An anisotropic conduction model is being considered for HINT,
but has yet to be fully implemented. Our best option for comparing the 2 codes, is
therefore to use the same stellarator and see how different the results are when a
similar pressure profile is used.
We have begun this comparison by using very similar generic torsatron configurations and approximately the same pressure shape. The minor differences
between our magnetic configurations were oversights that are described in detail
in appendix B. As we move into the next stage of the comparison, we will use the
most similar configuration possible. For the first stage HINT was run by using an
initial pressure profile that is linear in toroidal flux and therefore quadratic in radius. This is similar to the steady state profiles we have observed in regions with
nested flux surfaces when a uniform heat source is used. These similarities were
mentioned in section 9.1. The pressure profile is allowed to vary in HINT as a result
of the fieldline averaging and only affects the stochastic field region. A resulting
equilibrium at high beta is shown in figure 10.1. The biggest difference between
this result and the equilibria we have produced is the pressure distribution shown
in the heat plot (right). Since the HINT model does not include any transport perpendicular to fieldlines, besides what was present in the initial profile, a highly
filamentary pressure is produced by the fieldline averaging in the edge. While our
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Figure 10.1: This generic torsatron equilibrium was produced by HINT at high beta
for the first round of our comparison. The Poincare plot (left) is similar to cases
we have shown in section 9.1. The temperature distribution shown in the heat plot
(right) differs pretty significantly, however, due the filamentary structures present
in the stochastic edge. This result was provided by Y. Suzuki in private communication.
equilibria with χ⊥ = 1m2 /s have much smoother temperature distributions, we
can reduce it to χ⊥ = 0.1m2 /s to allow some filamentation. Reducing this further requires higher resolution to converge, both because of the tighter limits that
must be placed on χk leaking and the more detail magnetic field structures which
is uncovered. With χk = 105 m2 /s we have produced the equilibrium with similar
average beta shown in figure 10.2. This case shows close qualitative agreement to
the magnetic field in figure 10.1. Some of the same structure can be seen in the
temperature distribution, but is much less prominent.
As a step towards more thorough comparisons, we can also look at the HINT
results in Suzuki (2020b). These have the same magnetic configuration, but with a
different size. We have already mentioned the close similarity between the left plot
of figure 9.5 and the pf = 2 (quadratic profile) curve in 3.4. 3 of the equilibria from
this plot are shown in more detail in figure 3.3. We have selected cases with the
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Figure 10.2: A similar equilibrium to that shown in figure 10.1 has been produced
with NIMROD. We have used χk = 105 m2 /s, χ⊥ = 0.1m2 /s, and a uniform heat
source which brings the plasma to almost the same hβi. This case has artificial
interchange stabilization.
closest possible match for β0 as a comparison. These are shown in figure 10.3 using similar limits in the plot of rotational transform and temperature profiles. The
chosen equilibria all have the different heating rates but the same χ⊥ = 1m2 /s.
The lowest beta case has the highest anisotropy at χk = 106 m2 /s while the other
have χk = 105 m2 /s. The difference in the low beta case should have minimal impact since the stochastic fields have barely started to form. There is again a close
qualitative agreement in the magnetic fields seen with NIMROD and HINT. We see
very similar ∆Ra /a, with the best agreement at β0 = 4% and the worst agreement
at β0 = 2%. Simply reading these from the lines on the plots in figure 3.3, is not
precise enough to distinguish between the different profiles though. The LCFS
diameters are highly alike as well with the best agreement at β0 = 4%.
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Figure 10.3: NIMROD equilibria are a close match to the HINT results in figure 3.3
with the same on axis beta values. These cases were all taken from figure 9.5.
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The clearest differences come from the temperature/pressure profiles. The
HINT results appear to have wider profiles, particularly at low beta, which abruptly
transition to vacuum (P/P0 = 0). It is also unclear from the plot what is happening to the profile in the edge for the highest beta case. Temperature profiles in
NIMROD smoothly transition to vacuum in every case with appreciable confinement
in the stochastic fields regions. It is difficult to make a direct comparison of the gradient/shape since the dimensions are different and plots are separated, but they
don’t appear to match. Referring back to figures figure 9.5 and 3.4, the NIMROD results have a marginally smaller hβi for the same β0 . This is consistent with the more
narrow profiles, but the results are still much closer to the pf = 2 than pf = 1.5
profiles in HINT.
The final aspect we can compare is the rotational transform. These are noticeably different for how similar the magnetic fields are. Both NIMROD and HINT show
the same general trend of having larger peaking on axis with increased beta, but
the shapes differ appreciably. The highest and lowest values for ῑ are nearly equivalent, but NIMROD appears to have more narrower peaks than HINT. Again, it is
difficult to compare the shapes directly, but the differences seem to be on par with
the pressure/temperature profiles. We could make this more quantitative by plotting profiles in the same graph for each case, but we will have to leave this for the
next stage of comparisons.
In addition to using a closer magnetic configuration, we would like to have
the same pressure profile over nested flux surfaces for the next stage of the comparison. To do this we will use the steady state profile produced by NIMROD as
the initial condition for HINT. Since HINT takes the initial condition as p(ψ), this
has been the motivation for computing the toroidal flux in NIMROD, as described in
section 7.1. This will still be allowed to vary in HINT and any changes which are
produced in the equilibrium can be closely examined. We will begin by comparing
low, medium, and high beta cases with χk = 105 m2 /s and χ⊥ = 1m2 /s. We also
have plans to compare a low beta case with χ⊥ = 10m2 /s and medium beta cases
with χk = 104 m2 /s and 106 m2 /s. We can follow up with additional parameter
changes of interest, but expect the bulk of this work to be completed in mid-2021.
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11 conclusion
In this work we have examined two important stellarator beta limits in toroidal
geometry: interchange instabilities and equilibrium deformations. These are both
pressure driven effects which can either separately or collectively reduce stellarator performance. While strong instabilities are fairly easy to diagnose, small amplitude saturated interchange can still increase transport and is not trivial to distinguish from equilibrium changes. Our investigation of these effects is predicated
on resistive MHD with Spitzer conductivity and anisotropic thermal diffusivity.
This is a necessary model for studying the beta limits, but is likely insufficient
for capturing realistic interchange saturation and stochastic field transport. More
complete models should be explored to further the understanding of these effects.

11.1

Summary of Results

We have observed that a generic torsatron with magnetic well in the core and hill
in the edge is susceptible to interchange when any significant pressure gradient is
formed. The instability resonates with rational surfaces in the plasma, leading to
local changes in the transport. Areas where the instability is present see increased
transport resulting in temperature flattening. This can lead to the migration of
steep pressure gradients which changes where interchange has the strongest drive.
The heat transport occurs because of magnetic island broadening and flow generation. The flows can be stabilizing and contribute to cyclic reduction of interchange.
Complete stabilization of the instability can be achieved with sufficient viscous or
thermal dissipation, but the requirements are incompatible with fusion plasma.
Magnetic shear also plays an important part in determining where the thresholds
are in these parameters.
As beta is increased in stable plasmas, changes to the equilibrium magnetic
fields pose another soft limit. Formation of magnetic islands and stochastic fields
allows the rapid parallel heat conduction to become the dominant radial trans-
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port mechanism over an increasing fraction of the plasma. The stochastic fields
can have very large connection lengths and therefore support finite pressure gradients. As a result, the rate of parallel transport has a large affect on the global
confinement or hβi. For a torsatron with large islands at moderate beta, non-local
kinetic models predict χk ≈ 105 − 106 m2 /s which scales as ∼ T 5/4 . Our simulations
produce similar magnetic fields to the HINT code, but may have significant differences in how temperature is distributed on stochastic fieldlines. Transport models
based exclusively on fieldline behavior can be reasonable approximations, but lack
predictive capability.

11.2

Outstanding Questions

The inclusion of anisotropic transport in nonlinear stellarator simulations is an important advancement which we have only scratched the surface of. While this work
has touched on several important questions in the field, we are unable provide any
conclusive answers. We hope that further investigation will be motivated by our
progress. We present partial responses to a few of the most pressing questions
below.
• What causes the beta limit in stellarators?
We have demonstrated 2 possible factors which can contribute to a beta limit:
interchange instabilities and equilibrium changes. The interchange modes in our
simulations always saturated without completely collapsing the plasma and therefore do not cause a hard limit. We have not examined the stability of global (low
n) modes, which could be more deleterious. This should be investigated in future
work. Saturated interchange modes may still degrade confinement, as the formation of Pfirsh-Schluter current does. It is possible that interchange strength will
decouple from beta as the equilibrium changes though. Any effects which cause
flux surfaces to break up with increasing beta can pose a soft limit. Improved
stellarator designs may be able to sufficiently avoid or mitigate interchange and
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Pfirsh-Schluter current. Instead they may uncover additional limitations. Ballooning modes could be the next concern if local curvature is unfavorable. Similarly,
peeling (external kink) modes need further investigation.
• Can optimized stellarators avoid instability?
While stellarator experiments have been able to demonstrate stable high beta
operation, this often required careful tuning. The magnetic well and rotational
transform were important aspects of this. Configurations which account for this
in their designs should perform better. The most important design consideration
should be how to avoid or minimize the performance trade-offs which put stable
and efficient operation at odds. Better fundamental understanding of beta limits
should continue to be informative for this.
• Do low order rational surfaces need to be avoided?
Avoiding low order rational surfaces in the plasma may help advert the most
detrimental instabilities, but does not prevent them entirely. The simulations by
Schlutt et al. (2013) showed that non-resonant modes can be equally disruptive
and other studies have looked into whether these modes exist in LHD as well.
The balance between avoiding rational surfaces and increasing the magnetic shear
should be weighed carefully and deserves further investigation. High order modes
will exist in the plasma either way and will eventually become large enough to
overlap even with extremely low shear.
• Is magnetic well important for stellarators?
LHD was able to reach record plasma beta with a magnetic hill in the edge,
so a global well is not always essential. This device is certainly susceptible to interchange though. Even if large shear and other effects can prevent collapse in
most circumstances, saturated modes can still contribute to transport. Until the
stabilization of these modes is completely understood, it is unclear exactly what
conditions are necessary. Nevertheless, we have shown that even saturated weak
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interchange should be avoided to maximize performance. The best understood
mechanism for this is the magnetic well. We believe that it is beneficial to stellarator confinement, even if it is non-essential. It should therefore be considered a high
priority in stellarator design, whose cost must be weighed against other criteria.
This is particularly true for the high beta operation targets, but may be less of a
concern during the evolution at lower beta.
• When is the equilibrium limit a concern?
Any plasma that can stably reach high beta will be affected by the equilibrium
limit. Careful tuning of trim/shaping coils and/or directed external current drive
could counteract the break up of magnetic surfaces from diamagnetic effects. A
solution with enough flexibility to prevent any degradation at high beta has yet
to be demonstrated though. Some level of flux surface breaking may be tolerable
at fusion conditions if the limit is soft enough. Optimizations which minimize
Pfirsch-Schluter currents, such as the Helias designs (W7X, W7AS,...), or others
that use a higher rotational transform or effective transform will be impacted less
by this limit.

11.3

Future Directions

Our work points to several important areas for follow-up investigation. Some of
which can be examined with existing tools, but others require improved simulation
techniques. The most natural extension would be analyzing an existing and/or optimized stellarator. This would allow for validation and more direct influence on
design efforts. These simulations require the continued development of generalized meshes in NIMROD, which was described in section 4.5. While that work is still
far from efficient full MHD simulations, it is promising to see the potential reduction in required resolution for 3D configurations. This will allow for the inclusion
of more physics without soaring resource requirements.
There are also effects which can be examined with the existing NIMROD code
that merit further investigation. The most notable would be changes in the mag-
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netic well and/or shear. Since we only considered a single coil configuration, our
simulations did not directly explore either of these effects. It may be possible to design torsatron configurations with a magnetic well across the entire plasma and/or
different amounts of shear. These will still need to adhere to the NIMROD domain
restrictions and have a reactor relevant rotational transform (ῑ & 0.5) to stand a
chance of seeing interchange before the equilibrium limit reduces flux surface volume appreciably. Obtaining such a configuration would be challenging with the
existing IFT code since it does not have options to carefully target the profiles of
magnetic well and rotational transform. Alternate tools could be better in this
sense, but may not make it easy to satisfy the NIMROD requirements. Even though
it falls short of a reactor ῑ0 , the modified CTH field in the last row of figure 5.2
could be worth testing.
It would also be interesting to continue using the configuration we have to
perform simulations with additional physics. The biggest concern is a further
increase in the computational costs. Given sufficient resources or improved efficiency, it would be worth performing full torus simulations to see how interchange behaves. Alternatively, the possible stabilizing effects of flow drive or two
fluid diamagnetism warrant careful examination. Drift kinetic physics could impact interchange and would make for interesting tests once robustly coupled to the
plasma dynamics. Since stochastic field formation plays a major roll in transport
resulting from interchange, the size of a collapse could be related to χk . Different
heating sources will change the temperature profile and can thereby affect beta
limits. More realistic sources in particular would be worth examination. Lastly,
once the correct boundary conditions for non-local parallel heat flux have been
implemented, the model should be used to inform what the proper χk would be
in stochastic magnetic fields. While the fieldline integral is challenging to imagine
integrating into a tightly coupled MHD advance, it may be possible to iterate on
larger time intervals to find a steady state with transport approximately in balance.
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Part IV
Appendices
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a

rotational transform calculations

There are presently 3 different methods for calculating the rotational transform
implemented in the developer version of NIMROD. 2 of these are used frequently
throughout our work because of trade-offs they present. In this appendix we will
explain the differences between the calculations and show that under the right
circumstances they are all in close agreement. For this reason, they have been
used interchangeably throughout the document without specific mention of which
version was used.
The rotational transform is a measure of the average pitch of magnetic fieldlines
and is generally defined as
dΦ
,
ῑ =
dψ
where ψ is the toroidal flux and Φ is the poloidal flux bounded by the surface on
which the fieldline resides. When fieldlines do not follow a surface (e.g. stochastic), ῑ is not rigorously defined. In this work, ῑ is only shown for fieldlines which are
determined to be confined, but further examination of whether some of these may
be stochastic was not necessarily performed. As a result, the values shown near the
last closed surface should be viewed with some skepticism. All of the rotational
transform calculations are based upon fieldline following and therefore converge
as ` → ∞. In this work, ῑ is generally only shown after following fieldlines for 1000
toroidal transits or ` ≈ 12km for the ` = 2, M = 10 torsatron.
Each of the methods that were added to NIMROD added a higher level of sophistication to the calculation. The first calculation is described by Schlutt (2012). It
uses the method

ˆ

ῑ =

1
2πN

R

dZ

−Z

d`

R2

dR
d`

+

Z2

d` ,

where N is the number of toroidal rotations made. The issue with this is that it
is based on the assumption of a magnetic axis whose position is independent of
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φ. This is only true for a small fraction of stellarators and the only configuration
described in this work where it is strictly satisfied is the straight stellarator.
A more widely applicable method is described by Hebert (2015). This calculation only considers the puncture points from the magnetic field at a single toroidal
angle. This avoids the need to track changes in the magnetic axis position when
computing the relative poloidal angle. The geometric angle between subsequent
punctures is computed relative to the magnetic axis and then summed to produce
θ(φ). The linear dependence is then extracted with a least squares fit to determine
ῑ. Another benefit of this method is that it can be applied as a post processing step
to any existing calculation of the fieldline Poincare Surface of Section. The downside is that it is based on an incomplete description of fieldlines. This becomes
problematic when fieldlines make more than a full poloidal rotation in a single
toroidal rotation, e.g. ῑ > 1. There is no way to distinguish between a fieldline
with ῑ = 0.1 and ῑ = 1.1 from the puncture locations of a single fieldline at one
toroidal angle alone. This was not an issue for the CTH configuration because of
its low ῑ, but is for cases with higher ῑ such as the ` = 2, M = 10 torsatron.
The issues with larger rotational transforms can be avoided by using the more
complete method which is implemented in Stuart Hudson’s OCULUS package. This
code was integrated with NIMROD for alternative reasons and the new rotational
transform calculation was an added bonus. Here it is determined by simultaneously following 2 fieldlines and computing the relative rotational transform between them
!
!

ˆ

δῑ =

1
2πN

(R − Rref )

dZ
dφ

−

dZref

− (Z − Zref )

dφ

(R − Rref )2 + (Z − Zref )2

dR
dφ

−

dRref
dφ

dφ .

When one of the fieldlines is chosen to be the magnetic axis δῑ = ῑ. This equation
could be converted to a form where ` is the integration variable in the same way
that the first method was, but doing so would require evaluating the reference
fieldline at `ref (φ(`)). Computing this would necessitate integrating the reference
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Figure A.1: All of the methods for computing the rotational transform agree below
ῑ = 1 and away from the axis. Once corrected, the second and third method agree
universally.
fieldline further ahead and interpolating to the correct position. While this may be
feasible, it has yet to be implemented effectively. This calculation is more expensive
than the previously mentioned versions because it requires following the magnetic
axis for each fieldline where the calculation is performed. The integration variable
is also problematic for cases where Bφ = 0 and is therefore less general than the
fieldline following used in NIMROD.
The different methods for computing the rotational transform are all in close
agreement, away from the magnetic axis, when ῑ < 1. This is shown for the for the
` = 2, M = 10 torsatron vacuum field in figure A.1. The largest deviation occurs
for the first method near the magnetic axis. Because of this issue, this calculation
has not been used anywhere else in our work. The errors in the second method for
fieldlines near the edges can be corrected by hand with knowledge that ῑ > 1. Once
the correction is made, the calculation agrees well with the others. Because of its
compatibility with NIMROD’s fieldline following, this method is the most commonly
used in our work. Because of the near perfect agreement between this and the third
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method, they have been used interchangeably without specific mention.
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b

vacuum field prescription comparison

In Section 6.3 we described the challenges associated with accurately representing magnetic fields when external 3D coils are close to the simulation boundaries.
We also explained the multi-step initialization process that minimizes errors in
the fields to the furthest extent possible. This came at the cost of losing a small
amount of nested flux surface volume. In this appendix we will compare results
from the different stages of the initialization along with alternative options. The
comparison shows 3 inherent factors that impact the magnetic fields in unintended
ways: the representation of coils in a Biot-Savart calculation, how net toroidal field
is specified within NIMROD, and the reduction of magnetic divergence in a discrete
geometry. As a result we will present a new coil set that was designed to produce
magnetic fields which are as close as possible to the configuration studied in our
work. This provides a better starting point for comparison with other equilibrium
codes, but comes with some important caveats.

B.1

Comparison of Different Initializations

The quickest way to compare changes in magnetic field configurations is with the
rotational transform, which is sensitive to very small changes in the magnetic fieldline pitch. We will also examine the manifestation of field errors as residual current and magnetic field divergence. Our comparisons will include the two different Biot-Savart calculations, OCULUS and BSC, with either a moderate (“few”) or
large (“many”) number of points along the coils as BSC inputs. We will also compare initializations that were diffused from the boundary (“bound”) or computed
throughout the domain (“full”). Lastly, we will compare fields that are loaded
directly from Biot-Savart calculations (“direct”) with those that have been manipulated to reduce currents and divergence (“clean”). The changes to ῑ from all of
these different combinations can be seen in figure B.1. In all cases the transform
was computed by the OCULUS fieldline following routine using the fields stored in
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Figure B.1: Considerable variation can be seen in the rotational transform computed from vacuum magnetic fields which were constructed with different initializations. This plot shows all combinations of the different methods including
OCULUS vs BSC few vs BSC many, bound vs full, and direct vs clean. Labels are omitted because the overlying curves make specific comparisons impossible, but show
the range over which the fields deviate.
NIMROD. Significant variation can be seen in the shape, axis value, and edge values
of the transform. We will examine these differences in closer detail by comparing
subsets of these options separately.
The most substantial reason for the discrepancy can be seen by comparing
bound and full initializations. This is shown for fields loaded directly from BSC
with many points input along the coils in figure B.2. The differences in the rotational transforms come from an error in setting up the magnetic diffusion problem. While most of the n = 0 component of the toroidal magnetic field, Bφ,0 , was
placed in NIMROD’s fixed equilibrium component, a small part was only set along
the boundary. This only produces a vacuum field with the correct net toroidal flux
if the non-equilibrium Bφ,0 is set throughout the full domain before magnetic diffusion is performed. Such is the case with the full initialization. Setting Bφ,0 only
on the boundary, however, resulted in less net toroidal flux, and hence a differ-
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Figure B.2: Differences between the results of bound and full initialization procedures can be seen particularly clearly at the magnetic axis. ῑ was computed from
vacuum magnetic fields that were loaded directly by BSC with many points along
the coils.
ent field configuration. The Bφ,0 value set on the boundary could be adjusted to
produce the correct flux, but a better procedure is to put the entire field into the
equilibrium so that none is set anywhere else. This correction will be made standard in NIMROD, but it unfortunately deviates from most of the simulations that
have already been run. For better agreement with the existing simulation results,
we can design a new coil set which produces matching magnetic fields. This can
be done by adding a set of toroidal field (“TF”) coils to produce identical toroidal
flux. These coils only carry a small amount of current so their shape and orientation doesn’t affect much else. The result of adding 50 equally spaced circular coils
with a slightly larger radius than the helical coil minor radius is show in figure
B.3. The near perfect alignment of the curves in the plot show that the new case is
a very close match.
With the missing toroidal flux in the bound configurations accounted for, we
can assess the remaining difference by exclusively comparing full initializations.
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Figure B.3: Toroidal field coils can be added to the full initialization so that it has
the same flux as in the bound case. The data shown in figure B.2 is repeated in this
figure, but the transform from the bound configuration is now entirely covered by
the full initialization that includes the new toroidal field coils.
Figure B.4 shows the rotational transforms from the remaining initialization options. To distinguish the different cases more clearly, we will focus on the changes
in maximum and minimum values and plot the different Biot-Savart sampling options along the x-axis. The upper set of markers in figure B.5 shows the maximum
value of the transform and lower set shows the minimum for each case in figure
B.4. A notable difference is that using fewer points along coils in the Biot-Savart
calculation can give different results. Using 32,220 points for the helical coils and
1,000,000,000 points for the circular coils spaced uniformly with the BSC calculation
gives nearly identical results to the OCULUS calculation, where points are sampled
adaptively. However, using only 200 points for the helical coils and 100 points for
the circular coils in the BSC calculation gives a different result. 200 and 100 points
were chosen for comparison because it is commonly used by the Auburn collaboration where IFT and BSC were developed. 32,220 and 1,000,000,000 points were
tested because that is presently the largest number of points that can be written to

201

Figure B.4: A couple of clear differences are still present in the rotational transform.
The vacuum magnetic fields here were loaded throughout the full domain comparing OCULUS vs BSC few vs BSC many and direct vs clean initialization options. 2
of the curves are entirely covered and cannot be seen.
the coil dot file by IFT. We therefore recommend that if adaptive coil sampling is
not available, the largest feasible number of points along a coil should be used in
the calculation. The sensitivity of computed fields to the number of points along
coils will likely be configuration specific and is left for future analyses to examine.
A second clear difference in figure B.5 is that when current and divergence
errors are cleaned up, the edge value of the rotational transform drops, but the
interior values are unchanged. This is a consequence of the reduced flux surface
volume which occurs during cleaning, which can be seen in figure 6.5. This is justified by the reduction of vacuum current and magnetic field divergence shown
in figure 6.4. The magnetic field cleaning has a similar effect regardless of which
Biot-Savart method was used, but the errors are less when high resolution is used.
This is summarized in figure B.6. The reduction of erroneous current and magnetic field divergence by 2 orders of magnitude is a significant improvement and
has allowed much better quality simulations. The only fields and errors largely
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Figure B.5: Differences in the initialized magnetic fields can be more clearly distinguished by focusing on the extrema. This plot shows the the maximum and
minimum values of the curves plotted in figure B.4. The different coil sampling
used in Biot-Savart calculations is shown at different x-axis positions and symbols
denote direct vs clean initializations.
affected by the procedure are those near the edge of the domain. Errors near the
axis, for instance, are 1012 x smaller than the maximum and change by less than an
order of magnitude during clean-up.

B.2

New Coilset For External Comparison

For the initial round of code comparison with HINT, described in chapter 10, the
` = 2, M = 10 configuration was shared as a common platform for comparison
using a sparsely sampled coil dot file. This has since been used in follow up studies
such as Suzuki (2020b). In the previous section we described 3 differences between
the magnetic fields used in our NIMROD simulations and the fields computed with
sparse coil sampling: 1) different toroidal flux is prescribed in NIMROD when specified only on the boundary, 2) insufficient coil resolution, and 3) changes to the
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Figure B.6: Vacuum field errors are reduced by 2 orders of magnitude with the
cleaning methods. The maximum values of the currents (left) and magnetic field
divergence (right) are compared either directly from Biot-Savart calculations or
after cleaning. These maxima occur near the edge of the domain where the external
helical coils are closest.
fields near the boundary in NIMROD. None of these changes affect the configuration
dramatically, but for direct comparison with HINT and other stellarator modeling,
we would like to use the most similar vacuum magnetic configuration possible.
With this in mind we have designed an alternative coil configuration that produces fields which align more closely with those used in our work. The new coil
set incorporates the changes shown to give better agreement in the previous section, specifically an additional toroidal field coil set carrying a small current and
maximum possible coil sampling within the coil dot file.
The last change we have made is a small deviation in the helical coil shape and
vertical field coil currents to reduce the volume of nested flux surfaces. This configuration was chosen from an intermediate step in the optimization of the original
` = 2, M = 10 coils presented here. The improved agreement with out configuration is shown in figure B.7. Small differences in the location and size of magnetic island chains near the LCFS and associated local changes in the the rotational
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Figure B.7: The new coil configuration is a very close match to the fields used in our
simulations. The plot on the left shows Poincare surface of sections traced from the
fields used in our simulations (black , Z > 0) and from the newly constructed coil
set (blue, Z < 0). The rotational transform computed from these fields is compared
in the right plot using the same colors.
transform are observed. This is to be expected since the edge stochastic region
was increased by effectively encouraging larger resonant magnetic perturbations.
The differences between these configurations is much smaller than those shown
in the previous section. Furthermore, these edge surfaces are the most vulnerable
to stochasticity once pressure gradients and currents are introduced at finite beta.
We are therefore confident that this new configuration provides the best possible
option for comparison.
The last quantity we would like to compare in detail is the toroidal flux, ψ,
corresponding to the vacuum field. The close connection to the rotational transform (e.g. ῑ = dψ/dΦ, where Φ is the poloidal flux) should lead to similar results.
There are two main reasons for focusing on it separately. First, equilibrium codes
generally require the pressure to be specified as a function of toroidal flux as an
input (e.g. p(ψ)). Thus comparison with HINT and other solvers will inherently
depend upon the computed flux. Second, ψ can be computed without directly fol-
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Figure B.8: The initial computation of the toroidal flux with NIMROD and HINT was
reasonable, but offered significant room for improvement. The same coil sets were
used, but NIMROD fields were computed by OCULUS and diffused from the boundary
(with missing toroidal field) while HINT was provided a segmented coil representation with insufficient resolution.
lowing fieldlines, unlike the rotational transform. Producing similar results from
an independent calculation will provide further confidence in our conclusions.
At the outset of our comparison with HINT, we made an effort to compare the
toroidal flux computed separately by the codes for the coil configuration discussed
here. The initial result can be seen in figure B.8. In addition to the magnetic field
discrepancies discussed in previous sections, the calculation used in NIMROD was
prone to errors as a result of using points taken along fieldlines to distinguish flux
surfaces. These points provided a highly non-uniform sampling, especially near
rational surfaces where fieldlines need to be followed indefinitely in order to approach every part of the surface. Therefore, even Delaunay triangulation with a
large number of points from fieldlines, suffered from systemic errors. Without a
way to compute the flux surface normal direction from the magnetic field directly,
a completely uniform sampling is not possible. Thus, the approach was replaced
with a level-set method, similar to what HINT uses, for identifying flux surfaces.
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Figure B.9: Using the scalar isosurfaces to identify flux surfaces greatly improves
the agreement between (new) NIMROD and HINT calculation. The data plotted in
figure B.8 is represented here with the same line colors in addition to the new
curve.
We have now adopted the for identifying pseudo-flux surfaces for a wide range of
calculations, as described in chapter 7.
Repeating the toroidal flux comparison with the new method brings the results
much closer to the values computed by HINT. This is shown in figure B.9. The
remaining discrepancies between the computed fluxes in NIMROD and HINT can be
attributed to differences in the magnetic fields that were initialized. Using the
updated coil set to better match our simulations we find very close agreement.
This can be seen in figure B.10. The small remaining differences at the edge are
a result of trying to shrink the nested flux surface volume to match. There is no
trivial way to improve this agreement and match the flux surfaces any better. We
therefore suggest that the small differences be ignored.
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Figure B.10: Toroidal flux produced by the redesigned coil set is the closest possible
match to the fields which have been studied in NIMROD. The data plotted in blue is
the same as was shown in figure B.9 with the same line color.
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